M ANAGING |IT THROUGH THE
WORLDWIDE ECONOMIC
CRISIS

Thoughts and Advice on How to Reorient Your
|l nf ormati on Systems So You
Next Time

Clabby Analytics (thatdés me) relocat
here, |1 6ve been able to interview in
Europe (Italy, Germany, Switzerland) , Russia, the GCC countries, India,
Singapore, Malaysia, the Philippines, and other locations. A’ nd what
learned is that the CEOs, CIOs and CFOs who are really struggling in these
localities are those who did not modernize their information systems

(through consolidation, virtualization, and provisioning efforts), as well as

those who did not mov e to serviceoriented architecture (SOA) in order to
streamline their business and government process flows. In this report |
describe some of the reasons why these IT buyers are particularly hard hit by
the worldwide economic downturn 6 and | suggest that by modernizing their
current information infrastructure they will be better prepared to handle this

kind of disruption in the future.

by Joe Clabby, President, Clabby Analytics
3/21/2009
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FORWARD

For years, Clabby Analytics (t hat 6s me) has advi sed -bafedbuyers to mo:
infrastructure and to consolidate, virtualize, and provision their information systems in

order to lower operat ional expenses; and in order to better enable their information systems

to handle major disruptions. I n many parts of the | w

Instead of spending money to modernize their IT infrastructure and to increase the

utilizatio n rates on existing information systems, many IT executives chose to continue to

buy towered servers and use them at 5 -15% of capacity. They also decided that if a business
process breaks down, it is more economical to throw people at the problem than it is to
address that problem programmatically. And these IT executives, for the most part, have
chosen to do little or nothing to improve their data center efficiency (by replacing aging

chillers, buying more energy efficient power supplies, or properly dep loying uninterruptable
power supp lies so as to not waste energy 6 and so on).

Now it is time for me to say Al told you so!bod Wh
predecessors have been doing for the last fifty years. The first thiid was cut variable expense,

discretionary spending (for business trips, for seminars, for training, etc.). Then, as things worsened,

you started to cut operational expensestarting with people. And as you cut people, process flows

began to breakitlin your organization. You plugged these breilgyourremaining peoplé as

overaliservice levels dropped.

What you did not do was virtualize your systems, storage and network environments. Instead of making
the effort to get more computing frilve resources you already own, you chose to kill existing and
planned projecté thereby stiflingnnovation. Furthery o u  d i @hta detreading co&ts in your

data center by modernizing your power and cooling equigdnstead, you left (and ail leaving)

money on the table by failing to examine your data center operational expenses.

Had you consolidated your systems environment onto scale -up servers, you would have been
able to reduce operating costs (as compared with towered server farms), lower your
management costs, while improving overall systems utilization (thereby achieving better

return -on-investment). Had you virtualized your systems environment, you would have been
able to add new workloads without having to buy new systems. And h  ad you invested in
provisioning software, you would have been able to automatically change system images to
accommodate various workload s 6 reloading operating systems and systems images as
needed to enable Windows applications to run on your servers one m inute, and then Linux
the next.

Had you moved to a service -oriented architecture, you would have been able to overcome

program -to-program interoperability issues and data interchange issues 0 enabling your

programs to work cooperatively and flow business processes automatically and unimpeded.

But no, instead you chose to use people to plug the process flow problems within their

organizations. And when the downturn hit, many of these peop

If you have not yet consolidated, virtualiz  ed and provisioned your IT environment s you are
wasting resources. If you have not modernized your IT information infrastructure by
deploying a service -oriented architecture ¢ you have not laid the groundwork for
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transparent, dynamic flow of business processes. And because of this, your ente rprise is
struggling.

In this report | provide seven essays. These essays discuss the importance of consolidation,
virtualization, and provisioning. They also describe what SOA is 0 and why it is important.
One essay takes a closer look at data center expenses 6 and makes some observations and
recommendations about where cost savings may be found. And, because | have found a
dearth of knowledge around the world about where enterprise information technologies are

headed, | 6ve al so iamprrenodaodd camputiegs say and
To add to these essays, |l ve also included a coupl e ¢
appropriate I T design has tr emendotrwpgetatonal ower ed one |c

expenses. In another case, standardizing on open stand ards and deploying common business
processes across an entire company (that grows through acquisitions) has enabled this
enterprise to streamline operational expenses and lower operational costs.

Some of the problems this report seeks to identify and addre  ss are:

1 Lack of understanding and adoption of virtualization technology;

1 Lack of deployment of service -oriented architecture (SOA);

1 Lack of understanding of how to use software -as-a-service (SaaS) to benefit
government and business sectors;

1 Wasteful comput er acquisition buying patterns ¢ especially the pattern of scaling
computing power by adding more and more towered servers to server farms (instead
of adopting blades , scale-up Linux, and mainframe environment s);

1 Many broken or convoluted processes;

Inefficient, energy wasting data cent ers; and,

91 A failure to grasp how to use the new wave of technologies (especially cloud
computing) can help lower IT costs and make an organization more efficient.

=

Hopefully, after reading this report, you will be able to:

Make better computer acquisition d ecisions;

Improve process flows;

Improve operational efficiency; and,

Be better prepare for the computer environments of tomorrow.

= =4 =4 =N

Finally, you should know that a lot of the topics contained herein are covered in greater

depth on my Website ( www.clabbyanalytics.com ). Go to the free research section and

archives 6 and let me emphasize 6 this is available for free to anyone who wishes to explore

these topics in greaterdepth (you dondt even. Toeontdct meviae-mali st er )
please send your comments and questions to jclabbyl@AOL.com.

Sincerely,

\J Oe C I ab’bsyent, Clabby Analytics


http://www.clabbyanalytics.com/
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ESSAY 1. WHY | BELIEVE MANY ENTERPRISES COULD
HAVE WEATHERED THE WORLD WIDE ECONOMIC CRISIS
BETTER IF IT HAD ADOPTED SOA AND VIRTUALIZATION
TECHNOLOGIES

One of the most i mportant aspects to understand abouf
that the purpose of o0information systemso6 is to help

(or governmental processes). The goal for businesses and governments should be to

automate as much process flow as possible 6 getting computer programs to do what people

have been doing. By taking people out of the equation as much as possible, work can get

done more quickly (programmatically ) 06 and more accurately. But taking people out of the

equation also has another side benefit: computers doi
severance pay. So using computers to flow processes

and admi ni SGA)cadisi The use df computers can help drastically reduce SG&A

costs6andt he resulting savings can greatly and positiviel
operational costs and its bottom -line profitability.

Many enterprises and governments around the lveaddailed to adopt servieeiented architecture

(SOA) anchave failed to virtualize information systems. And both actions are leading to vast

inefficiencies in business and in government operatiohs. a result, manypusinesses and
governmenthave ecomei pe diplaw y0 because each was using peopl|l e
rather than computer programs. And being pheple/ in a worldwide economic downturn is not a

good place to beé

How You Need to Design Your Information Systems
Very simply, reg ional information systems should be designed as follows:

1 Systems, storage, and networks need to be virtualized (and ultimately, automatically
provisioned);

1 SOA infrastructure needs to be deployed; and,

1 Turnkey business process flows should be purchased whe never possible to save
government and business organizations from having to perform specialized
programming and integration work.

Wh a t |l s oVirPftuali zati ono

Virtualization is a technology that allows your organization to exploit unused resources.
Essential ly, it finds unused computing power, or unused storage, or unused network

bandwidth ¢ and pools those resources into a logical pool where they can be found and used
by application programs that need their services. By pooling computing resources, overall
resource utilization rates can be increased; failover is simplified (failed servers can fail -over
to the logical pool); and systems management can also be simplified (servers can be
consolidated and virtualized ¢ resulting in fewer physical systems to mana ge).
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Because this region has not widely adopted virtualization technology, loads of computing power is being
wasted. Typically, distributed servers are used at between 5% and 15% of their total capacity.
Virtualization can increase that to 60% or evtn. b¥irtualization, therefore, is like getting a bunch of

free servers (you are simply getting more computing power out of the equipment you aléeady own
rather than having to purchase more servers to add computing capacity).

From a historical perspective, IBM introduced virtualization over 40 years ago (in 1967)
when it introduced its first virtualization hypervisor on its venerable mainframe

architectur e. By 1973, hypervisors were being used to perform physical partitioning. And in
1987, IBM announced the concept of a logical partition (or LPAR) technology for its
mainframes 6 which was subsequently introduced on other IBM server platforms.

Today, main frame environments are heavily virtualized (and frequently run at 80% or
greater utilization rates). IBM also claims that over 200,000 partitions have been ordered on
its advanced POWER Systems. So clearly, virtualization has become popular on advanced

servers. But it is the virtualization of x86 archiite
mar ket attention (particularly the virtualization ¢aj
VMware).

EMC, a multi -billion dollar storage company, acquired x86 virtualiza tion company VMware

in 2004 for $615 million dollars.  In 2004 fi VMware reported $218.8 million dollars in

revenue. Andin 2007, VMware 6 s r evenue t op preed/MBate.a@uiditionlhdsi o n .
proven to be a brilliant decision by EMC from a revenue persp  ective. Over the past decade,
VMware, by getting to market early and driving the x86 virtualization theme extremely

hard, has become the dominant player in the x86 virtualization space. But VMware is not

alone in the x86 virtualization, virtualization in frastructure, and virtualization management

space. Challengers Xen and Microsoft, as well as CA, Hewlett -Packard, IBM, and Sun, and
Symantec all offer products that help manage virtualized resources.

There are thousands of enterprises, governments, a nd educational institutions that have
virtualized their computing environments in order to increase systems and storage

utilization and reduce management costs. There are tens of thousands & or even hundreds of
thousands of enterprises/government institutions 0 that currently do not virtualize their
resources.

There are many types of virtualization A each offering a variety of benefits. Some of the
most popular forms of virtualization inclu  de:

1 Systems virtualization f systems virtualization creates pools unused computing
resources known as Ovirtual machineso6. Applicatl|io
virtual machines fi enabling administrators to make far better use of the available
computing power than is typical in distributed computing environments. Accordingly,
system utilization rates skyrocket, manageability is improved through centralized
management of denser systems, and operating costs are lowered.
9 Storage virtualization fi storage virtualization products help enterprises find and
exploit unused storage;
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I /O virtualization A enables systems managers to create banks of I/O addresses that
can be readily tapped to automatically configure and deploy virtual servers (as
opposed to the time-consuming task of manually having to do so); and,

1 Application virtualization fi applications can be virtualized and pooled, and by so
doing, enterprises often find that they do not require as many application licenses to

support their user population.

Rel ated to virtualizati on i Brovisibnag istberbuil@ puporter- 0 pr ovi s|i o
down of computing images to make room for new workloads. For instance, you may have an

x86 server running a Linux application 6 but when it is finished, you m ay wantitto run a

Windows application. Automatic provisioning can strip down that server, and re -provision it

to run a Windows application automatically. The reason why you would want to do this is to

get better utilization out of the servers that you already have 0 rather than having to buy

dedicated servers for each environment. Figure 1 (below) summarized what you need to do

to dump your inefficient server farms and move to a consolidated, virtualized, provisioned

environment.

Figurel 6 Wh a't | dm As ki 4tth¥ Sewer Lavel D

Provision

Determine policies
and procedures to
handle certain work-

i |

il
il

Take multiple loads; script them;
distributed servers automatically build-up/-
and/or storage tear down environments
devic;s to meet workload SLAs

&

Virtualize
Partition in scale-up;
Create resource pools
Blade/rack in scale-out.

m Scale-up

Consolidate

Source: Clabby Analytics o April, 2009

About SOA

In the not -so-distant past, applications were written in a tightly -coupled (closely tied
together) manner. When an application needed to interact with another application,
developers would hard code where the corresponding application could be found, and dictate
what result(s) it was to supply. Communications between applications were often conducted

over distributed, proprietary networks (typically SNA, DECnet, and/or VINES) i and

application programs oOtalkedo6 with each other using| p
CPI-C, NETbios, etc.). Application code could be desc
and the introduction of variants into an application process could break an applicationds

ability to complete a task. Failure to use the same proprietary program -to-program interface
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prevented applications from interfacing. As a result, applications were inflexible fi and
maintenance of these tightly controlled environments w  as costly and time consuming.

The introduction of object -oriented programming; the creation of standard program  -matic

interfaces (known as OWeb serviceso); the introduct|li ¢
(XML); and the use of Internet Protocols (IP) as a common basis for network communications

broke down impediments related to program -to-program communications, data sharing, and

net working. Using these standards, applications coul
make requests for services, or resp ond to service requests.

As a result of the combination of these technologies, a new generation of highly  -flexible
cooperative applications has evolved and is evolving (see Figure 1).

Examples of these new, flexible, service oriented applications inclu  de Web 2.0 applications
(such as blogs, wikis, social bookmarking, RSS feeds), and mash -ups (Web applications with
origins from more than one source that combine to create a result). Further, these new
standards have enabled a myriad of object -oriented th ird party independent software
vendors (ISVs) to write applications that communicate freely with applications and

databases provided by other vendors. Programs created using these new programming
models give enterprises great flexibility when designing ap  plication solutions; enable
enterprises to respond quickly to changing market conditions (such as new customer

requirements or new competitive pressures) fi and the underlying consolidated/virtualized
infrastructure provides these applications with great sc  alability.

By adopting a dynamic, service oriented architecture, enterprises gain a great deal of
flexibility when it comes to building applications that can respond to constantly changing
business needs. Using SOA, enterprises can more readily respond t o the interoperability
challenges that stem from the worldwide trend toward globalization and can adapt and
innovate more rapidly than using the tightly ~ -coupled architectural approach of the past.

Observation: Service oriented architecture is makingsdibe to create a new generation of
cooperative applications. These applications are driving the need for greater data center flexibility,
scalability, and responsivengssand, as a result a new enterprise data center model is needed to serve
this newapplications model.

Service-oriented architecture is a message passing architecture that enables programs to

provide Oservicesdé6 for other programs. But what i s 1
provides a standard basis for programs of all sorts to ta |k to and cooperatively work with
other programs (these standards are called O0OWeb servi

means to share disparate data (using XML standards).

The following figure (Figure 2) describes some of the differences between the old er, tightly -
coupled approach to program -to-program communications and data sharing, versus the more
flexible, easier to integrate, and easier to maintain SOA approach.
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Figure 2: Comparing SOA to Predecessor Infrastructure Approaches

Yesterday’s Datacenter Tomorrow’s Datacenter

o Tightly-coupled Loosely-coupled
Appllcatlons — Hardwired, closed loop interaction with — Service-oriented, flexible interaction with
otherapplications other applications
— Proprietary programmatic interfaces — Open, standard programmatic interfaces
— Proprietary networks — Open network (the Internet)
— Interoperability challenges — Interoperability simplified (Web services)
— Data conversion challenges — Data conversion standards (XML)
— Variants/change could break applications — Variants/change easily accommodated
— Hard to test, hard to maintain — Easy to test, easy to maintain
— Hard to accommodate real-time — Easy to accommodate real-time collaboration
collaboration — Easier to integrate using standards
Ma nagement — Cross-environmentintegration difficulties — Emphasis on keeping services flowing
— Emphasis on keeping applications running — Far easier to troubleshoot
— Difficult to troubleshoot — Highly automated (policies, procedures,
— Highly manual, complex scripts, ...}

EREARE
EARRR™

Blades or Rack Scale-up
Clusters 9N d/or Systems Designs

Distributed, under-provisioned Consolidated, virtualized
— Inefficient use of processing power, energy — Efficient use of processing power, energy
— Difficult to secure, manage — Easierto secure, manage

Source: Clabby Anal  ytics 0 April, 2009

Why Would Moving to SOA Over Virtualized Systems Have

Helped You Weather the Worldwide Economic Crisis Better?

The quick and easy answer is this: by putting in place virtualization technologies, you could
have reduced your computing costs (by getting better system utilization and by simplifying
management). By putting in place SOA, you would have been better able to have tied your
program environments together 6 rather than having people fill in the gaps where your
programs wonodotr. work togethe

By taking people out of the equation, you could have lowered your operatingmosisved yourself

the angst and pain of having to make people redundant and deal with resulting morale issues. And you
could have provided the same level of seagiogmu had been providing before the abidiecause

programs are doing thabrkelectronicallyinstead of peopldoing that work manually
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ESSAY 2: STOP BUYING TOWERED SERVERS TO SCALE
YOUR COMPUTING ENVIRONMENT

For years, IT consultants, research ana lysts, and your peers have encouraged you to buy and
deploy dedicated servers to run:

Applications;
Databases;
File/print services;
Mail services; and,
1 Web services.

=A =4 4 =

Typical | y, what youecdcdé@vtehaoemmesdarsvedors (i n otheaer words, |l e
ensure enough processing power would be made available to handle peak loads.

You also adopted and deployed towered servers because you were driven by the low cost of
industry standard hardware (x86 architecture) . Which is less painful ¢ asking your boss to
approve a server upgrade that could cost tens -of-thousands of dollars, dirham, or euros 6 or
simply adding another towered x86 server that costs only a few thousand of your given

currency denomination? You bought x86 server towers be cause they provide the path of least
resistance.

But, due to increased management costs for distributed servers; increased power/cooling costs; and
other complexities (security, reliability, etc.), buying and deploying towered x86 servers may no longer
bethelowc 0 st oTpweiedseréer farmsaste energytakeup too much spacand ae difficult

to secure and manag&ou need to start looking more closely at-spatgptionsor blade architecture

to reduce you server acquisition, operation, anegearent costs.

Your Goal: Get the Most Advanced x86 Server at the Best Possible

Price

Your goal when purchasing x86 servers should be to get the best, most advanced x86 systems
design that you can possibly find at the best price. Or, stated another way,y  our organization
should be striving to obtain the kind of features and functions found on more advanced
enterprise servers (such as RISC -based enterprise servers and mainframes), while paying

the reduced costs associated with industry standard -based x86 server environments.

More specifically, you should be looking for balanced systems designs that include
innovations in:

Performance;

Availability (five nines [99.999%] 0 or better);

Memory capacity (very -large memory [VLM] support);

Memory management facilit ies;

Virtualization;

Power management and heat dissipation;

Integrated systems/storage/network/application/database management; and,
Security.

=A =4 =4 =4 4 -4 -4 A
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You should also be looking for innovations in x86 systems packaging and design (such as
scalability through modu larization, dense packaging, ease of upgrade, and the like).

All of the leading x86 vendors 0 Dell, Hewlett -Packard (HP), IBM, and Sun ¢ are working to
build these types of advanced features/functions into their respective x86 systems designs.

And each of these vendors is innovating in systems packaging (layout and design), in

physical and virtu al systems management, in power management, in cooling, and in systems
management.

When to Adopt a Blade vs. a Tower vs. a Rack

Before considering which x86 system design to adopt (blade, rack, tower, or massive scale -out
Internet platforms) you must und  erstand the characteristics of the applications that you are
seeking to deploy on x86 architecture. Pay particular attention to:

Whether the application is 32 -bit or 64 -bit;

The memory requirements for your applications;

Where applications will be located (central, branch office, Web -t i er , ¢é) ;
1 What level of service is required.

= =4 =

The reason that t-loeb64-bithafanappliatiensssmportanBhas to do with

the amount of addressable memory it can exploit. Most 32 -bit applications to date hav e been

written to make use of 2GB or less memory. But with the advent of 3 2/64-bit hybrid

processors, a new generation of 64 -bit applications is evolving. 64 -bit applications can

exploit overy | arge memoryo (VLM) 3 enabling hundred:
data to be addressed in main memory where itis closertoth e CPU and can thus be

processed much more rapidly (sometimes even 100X faster).

The move into &ft computing enables x86 architecture to finally competéoHestl with RISC and

EPIC 64it servers when running datéensive applications. But imyed performance using-bid

processing is only the tip of the iceberg in terms of extensions needed in the x86 world. x86 servers now
need virtualization acceleration, simplified management, advanced memory management, and RAS
extensions in order to mddly close the gap between hagid RISC/EPIC servers and x86 servers.

As described above, 32-bit applications generally exploit only a limited amount of memory o}
but 64 -bit applications can address huge amounts of memory. So, the next logical
consideration when choosing an x86 systems design is to examine the amount of memory

that can be made available, and the vendords memory I
designsisolatememory 6 so it candt be shared; other designs al
memory to be shared. And because there is great variability in how vendors allocate

memory, it is particularly important to pay close atH

management strategy and its history of memory management innovation.

The physical location of an application and its related database is also an important
consideration when considering which type of x86 architecture to adopt. For instance, if an
application and its data are located in a branch office, a towered design may be the best
implementat ion option. If many servers are required in that branch office, a bladed design
may be the most optimal choice. If the application is in at the Web  -tier constantly caching

11
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images 0 and if this is being done on a massive scale & a massively scalable x86 | nternet
server design may be the best option.

Determining the level of service required by an application environment is also a critical

factor to consider when evaluating various x86 architectures. Office applications, for

instance, are usually conside red low priority applications 0 and hence, the level of RAS and
security required to support office applications is usually pretty low. The same is generally

true about page serving Web tier applications (if a server fails, then that server is simply

failed -over to another server 6 and the broken server is then fixed at a later point). Mission -
critical enterprise resource planning applications, on the other hand, require high degrees of
reliability and availability =~ 6 as well as strong security 6 and hence require highly -available,
advanced x86 system designs.

Why | Advocate So Strongly for Blade Architecture  and Scale-up

Mainframes

Blade computing architecture is a beautiful thing. It helps reduce server management costs

by enabling information technology (IT) buyers to consolidate ma  ny servers into a single

chassis; it helps improve overall systems utilization through virtualization; it eliminates the

need for redundant high -availability servers; and more. But blade architecture is not ideal

for every computing need. And IT managers who bel i eve vendors -theho promot/e
problem?-blades-are-the-s ol uti on6 strategies should know better]

Blade servers are ideal for running loosely -coupled, message-intensive web -tier applications
(web serving, mail and messaging, file serving, etc.) , as well as for running departmental
applications. Blade servers can also handle enterprise mission -critical applications (but pay
close attention to the amount of network message traffic your applications generate, and
ensure that your database is in ne ar proximity to the servers in order to ensure good
performance).

On the other hand, scale -up systems environments (where computing is handled in a single

|l arge server or in a cluster of servers) can place ||
me mo r YL®) where that data can be processed at lightning speed. And if the applications

that youdre running have many-updrehtectmrdmakdgsmarcrhnr eads, t he
sense than scale-out architecture (because it is better to run tightly ~ -coupled applications all

in same box rather than constantly bouncing threads across a network). Further, it can be

argued that scale -up systems offer better RAS (reliability, availability, and serviceability)

and are easier to manage/control than scale -out x86 architect ures.

The point is: most miidized and large enterprises need both sgakes well as scatit architectures

in their systems mix. Scalet blade architecture is considered to be lowicbst has memory
limitations (memory is limited and not sharadd this impacts the types of applications that run best
on blades). Scalg servers are perceived to be higher @olstit have better RAS and virtualization
capabilities, and can share very large amounts of memory (makinugp scaldtecture espedial
useful foprocessing datantensive, enterprisgass applications).
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Putting Scale -out Blades and Scale -up Servers in Perspective

Considering that scale -out blades and scale -up servers have such radically different design
points, it is surprising to  see how much these system types have in common. For instance:

Blades and scale-up servers both have internal, very high -speed communications backplanes.
These backplanes help reduce the amount of traffic that needs to be sent over a network

(thus reduci ng network bottlenecks and making both architectures very efficient at message
passing and data sharing).

Both environments can be made very secure. A lot of blade information, for instance, is sent

over its internal backplane between servers in the same  box i meaning that less data is sent
over the network where it can be intercepted. And in the quintessential scale -up

environment (the mainframe), massive amounts of data are processed within the same

systems environment 8 again making data easier to secu re. Note: blades are sometimes

l inked through hubs, bridges, and routers to
points that need to be secured. Scale -up systems usually have fewer access points...

Both architectures have been optimized for con solidation and virtualization. Scale -up
servers offer advanced virtualization and infrastructure services. And x86 -based scale-out
blade designs provide an excellent means to consolidate and virtualize x86 server farms.

Both use less power and have excel lent cooling as compared with distributed server
environments. (Consider this: a blade has a single, highly efficient power supply 4 not many,
less efficient power supplies as can be found in distributed towered server environments.

And blade utilization rates are usually far higher than distributed servers & meaning that
blades are doing more work while using less power). And scale -up mainframes offer the most
sophisticated virtualization functionality in the industry. These principles of using few
components d and improving utilization rates 8 make blades and scale -up architectures far
more energy efficient than typical distributed server environments.

Both blades and scale -up systems take up far less space than distributed tower server
environments. For instance, an IBM mainframe can do the work of 250 towered x86 servers,
and yet take up only a fraction of the real estate space.

On the other hand, there are some pretty significant differences between scale  -up and scale-
out designs. These include:

1 Memory usage. Most scale-up designs can physically accommodate much more
memory than scale -out designs. Hence, applications that can benefit from the use of
large amounts of memory run best in scale -up designs.

91 Tightly -coupled versus loosely-coupled applications handling . Some applications are
designed in a tightly -coupled manner (for instance applications that rely heavily on
rapid, sequential thread execution). Other applications are designed in a loosely -
coupled manner (application threads can be assigned to different, distributed servers,
and then reassembled after execution to produce a result). Tightly -coupled
applications run better in a scale -up environment primarily because they are not
waiting for other threads, that may be executing somewh ere over a network, to finish
processing before being reassembled. Loosely -coupled applications, on the other
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hand, run well in both environments. IT managers, however, need to pay very close
attention to where applications are run using either threading approach. If messages
and data are constantly sent over a network, network latency increases and network
performance (and accordingly, applications performance) could suffer.

1 Scalability . Both environments can be massively scaled. Scale -out servers can add
capacity by either sliding in another blade, rack, or book. Scale -up servers
sometimes have additional headroom to add more processors & but frequently, to add
more capacity another scale -up server needs to be purchased (or the existing one
needs to be replaced with a larger one).

On the other hand, the next generation of multi  -core technologies has been
specifically designed to efficiently handle multi  -threaded applications. And
applications coded for high thread counts run best on scale -up machines. Further, co -
locating many applications that run multiple threads on the same machine actually
fosters increased systems utilization (the same kind of benefit that virtualization
delivers). As a result, scale -up designs may be able to run more applica tions more
efficiently than scale -out designs.

1 Access points Scale-up server environments usually have fewer network access
points than scale -out architectures, primarily because so much computing takes place
within a given scale -up server. Scale-up environments can be designed with only a
few external access points 1 but generally scale -out environments pump more data
over an external network than scale -up environments.

1 Management. Although this is a point of great debate, Clabby Analytics would argue
that centrally controlled, large systems are easier to manage than decentralized
distributed systems. As a proof point, examine how many administrators it takes to
manage a distributed server environment versus how many administrators it takes
to manage a mainframe. Mainframes use half (or fewer than half) the number of
administrators to handle comparable workloads.

9 Virtualization. Virtualization pools unused computing resources. And if those
resources are spread across a scale-out environment, scale -out systems take a bit of a
performance hit finding and managing those resources. On the other hand, larger
scale-out servers (such as IBM Power Systems and System z) have been virtualizing
resources for many years and take almost no performance hit (becaus e all of the
resources are under control in a single system environment).

The two biggest differences between agalrchitecture and scalat architecture are: 1) how much
memory capacity each can provide; and, 2) application handling cEatigity applications.
Applications dictate memory requireméntso large memory requirements dictate sgalsystems
choices. Further, tighitpupled application designs run more efficiently in-gpaavironments.

Figure 3 (next page) illustrates thienilarities and dissimilarities that have been
discussed in this section.
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Figure 3: Scaleout versus Scakleip: Similarities/Dissimilarities

Scale-out Blades Scale-up High-end

Similarities:

High-speed internal communications (reduces traffic over the network)

Security (in-box security — traffic is less vulnerable becauseit is containedin the box)
Consolidation/virtualization (both designed for systems consolidation and virtualization)
Power/cooling (both use energy efficiently as compared with distributed tower approaches)
Real estate footprint (both designed to offer “dense” processing)

Dissimilarities:

Memory usage (scale-up systems have access to vast amounts of memory)

Application handling (tightly coupled applicationsrun better in scale-up environments)
Scalability (both scalevery well, but addingcapacity is easier in scale-out environments)

Access points (if multiple daisy-chained blades, more network traffic and access points to secure)
Management (itis easier to manage single server/chassis environmentsthan multiple servers)

Source: Clabby Analytics, January, 2009

The Bottom Line

X86 architecture is not the best architecture for eve  ry computing need. Let your applications
dictate which architecture that you use.

When choosing an x86 architecture, look very closely at blade technologies due to the
efficient design of this systems environment.

When considering scale -up, non x86 envi ronments (or when looking to consolidate x86 Linux
servers into an efficient scale -up design), consider mainframe architecture.
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EssAY 3;: WHY | ADVOCATE SO STRONGLY FOR
M AINFRAME ARCHITECTURE

Most IT buyers are not aware that the  enterprise server marketplace is bifurcating #
moving away from midrange and low -end distributed tower servers toward high -end, scale-
up servers and/or scale -out blades. The primary driver of this trend is a change in the way
that applications interact with one  -and-other (moving from tightly -coupled, hard -wired to
loosely-coupled, message oriented). This change is placing new demands on how information
systems process workloads. And, as a result, this change is forcing information technology

(IT) executives to reconsider th eir information systems designs.

To be more precise, for over 40 years IT managers and administrators have been supporting
tightly -coupled, hard -wired, oft -times linear, monolithic applications. These applications

have usually been written to run on specif ic operating environments using proprietary
interfaces for program -to-program communications and have employed expensive connectors
and adapters for data sharing. In these environments, system and application

interoperability has traditionally been a major problem. And, applications in these
environments are known to be notoriously inflexible i changes anywhere in an application
chain can cripple an application workflow. Needless to say, these applications are hard to
manageé

Over the past decade, the compu ting industry has shifted to object oriented development.

And industry standards for program  -to-program communications (Web services) and data
sharing (extensible mark -up language i XML) have evolved. Application development has
shifted from building tight ly-coupled applications to building loosely -coupled applications
that can now request services of one -and-other using Web services and XML standards.
Application interoperability obstacles have been mitigated fi and, accordingly, a whole new
generation of m ix-and-match applications has been enabled (as examples, check out how Web

2.0 applications and mash -ups are structured).

This brave new world of service-oriented applications places different requirements on data
centers than the tightly -coupled applicati ons of the past. Service oriented applications are
message intensive i so underlying systems/storage and associated networks need to be able

to process tens, hundreds, thousands, and millions of service requests in rapid fashion with
minimal latency delay. And this is where the sheer brilliance of mainframe and blade system
designs comes iné Both mainframes and bl ades
speed internal bus architectures to message between processors i eliminating unnecessary
programming overhead, encryption, and associated network latency delays when trying to
communicate to external systems. Both have been tuned and optimized for virtualization

(resource pooling) fi enabling IT managers to get more processing power out of existing

system investments. And both make excellent platforms for consolidation fi enabling IT
managers to eliminate power -hungry, underutilized, towered application servers.

The Problems with Current Data Center Designs

Throughout the 1990s and early 2000s, most data ce nters were designed around distributed
computing architecture. IT managers were encouraged to purchase tower and/or rack
systems; deploy those systems as distinct application/database/mail servers; underprovision
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those servers (in order to allow headroom f or peak workloads); and then link all of these
distributed servers together using 100 MB Ethernet or high  -speed Fibre Channels.

The problems with these designs are many. Distributed computing designs:

1 Are hard to manage. In most geographies throughout the  world systems management
is th e number one cost in operating a data center i often representing 50% of data
center operations cost. And there is not a single data center operator in the world
who can prove that managing geographically - and/or physically -distributed servers is
easier than managing a single server environment. For enterprises looking to reduce
the cost of computing, proliferating distributed computing designs is not the answer
fi consolidating distrib uted computing designs into more easily man aged scale-up
environments is.

1 Require a tremendous amount of network hardware and bandwidth. As stated
previously, service oriented applications constantly request and/or provide services.
These requests, and their fulfillment, are sent in the form of mes  sages between
applications and databases over a network. It makes a lot more sense, when possible,
to send these messages across an internal, high -speed bus.

1 Are hard to secure. Distributed computing designs necessitate multiple access points
because they rely on networking tens, hundreds, or thousands of devices together.
Scale-up architecture reduces the number of access/intrusion points in a given
computing environment i and therefore makes securing that environment
significantly easier while reducing se curity exposure and risk.

1 Create unnecessary programming overhead. Making a application procedure call
between two local processors is far simpler than making a remote procedure call
(RPC). Application writers who develop applications for centralized envir onment
actually have to write and maintain less code for centralized, local environments
than they have to write and maintain for distributed computing environments.

1 Necessitate redundant purchasing. In distributed computing designs, IT de -signers
usually design systems to fai |-over to other separate, discrete systems should a
failure occur (meaning additional systems need to be purchased). Scale -up designs, in
contrast, fail -over to virtual machines within the same physical systems, obviating
the need for redundant system purchases.

1 Waste computing capacity through overprovisioning (provisioning means loading a
server to only a fraction of its computing capacity in order to leave room for a given
server to deal with increased workload during peak periods).  The industry practice
for provisioning distributed tower servers is to load these servers somewhere in the
5%-20% range. This | eaves at |l east 80% (but someti
processing capacity unused most of the time! Overprovisioning computin g wastes
capacity and energy A and forces enterprises to acquire more computers that do less
work than consolidated scale -up servers (mainframes) or consolidated scale -out
servers (blades).

1T Wasteener gy | i ke t her BEvargtowed dr raak servrephas its own
power supply (power supplies are notoriously inefficient in terms of energy
conversion). And every tower/rack has independent fans that are circulating
regardless of how hard a given server is working. Further, every distributed tower

uses a NIC (network interface card) to communicate externally fi and NICs use
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power. Then add the cost to acquire, deploy, manage and power external hubs,
routers, and switches. Combine the power being used by hundreds or thousands of
NICs with the power being us ed by the large number of network devices and it soon
becomes obvious that eliminating as many of these devices as possible can result in
significant power (and associated cost) savings.

1 Take up too much room. A mainframe can fit into a typical closet, yet can do the work
of several hundred distributed towers (server farms can take up enough real estate to
fill an entire house).

Top Ten Reasons Why Mainframes Are the Best Choice for New

Data Center Designs

There are ten strong reasons why mainframe architec ture is the quintessential system
design for next -generation, service oriented, data center architectures. They are:

1. Internal network backplane/in -memory processing i when deploying a service
oriented architecture, one of biggest concerns for systems archi tects is message
traffic overhead, followed by the transfer of llar
internal systems bus capable of supporting large volumes of high  -speed network
message traffic, as well as capable of transferring large volumes of dat a between
service oriented applications.

Also, note that the new IBM System z10 can transfer data between processor books
(banks of ©processor made)dtaratec @0 GIGABYAEY pero o k
second! (This is 2.2x times faster than System z9 # and 15X faster than data

transfer in a typical distributed computing environment). Knock -off the overhead
associated with issuing remote procedure calls (because procedure calls are issued
locally); and knock -off the overhead associated with encryption bec ause local sharing
doesndt r e q tevel encryption) and mdssaging/ data transfer takes place

even more quickly.

THERE ARE HUGE PERFORMANCE AND SECURITY ADVANTAGES IN HANDLTGS PROGRAM
PROGRAM COMMUNICATIONS AND DATA TRANSFERS INSIDEEBURGHCENTRALIZED
COMPUTING ENVIRONMENT.

2. SOA infrastructure integration fi IBM SOA infrastructure (Web services, XML,
automated provisioning, development tools, etc.) is closely integrated with System z
operating environments i and optimized for performance on System z architecture.
These tools and software products can be found |in
WebSphere, and DB2 product lines. Contrast this with SOA infrastructure from
other vendors. If you buy from HP or Sun, you most likely will buy a mix of SO A
infrastructure and development environments from companies such as Oracle, BEA,
and Symantec (VERITAS). There are costs avoidance advantages in buying an
integrated stack from a single vendor i especially advantages related to systems,
application, and d atabase integration costs.
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Advanced virtualization fi Virtualization is the ability to pool and exploit unused

physical/l ogical computing resources. | BMds z/ VM
recognized by wusers, competitors, adfod analysts |al
virtualizaton. Wi t h z/ VM and radtewrytairng @architediuee, IT

managers and administrators can manage the virtualization of processors, memory

and input/output (I/O) better than any other commercial system on the market today

fi bar none.

't should al so be not e dbilityltoaun veryBeNablgat 20% 9rM has t he
higher system utilization rates (few other virtualization offering s are this power/ -

reliable). Capacity can be ratchet ed-up/down by turning on or off additional process -

ors. And hardware and memory can be easily share d i making it possible to run

mul tiple images that can share resources withouft

Energy consumption characteristics fi Start by considering this: in a distributed

system environment, every system has its own power supply (often re  dundant power

supplies required for failover). Power supplies are notoriously inefficient A usually

losing 25% of the power they receive when converting between AC and DC. Multiply

all of the power supplies by all of the underprovisioned servers in a given distributed

computing environment f and most IT managers will find that distributed systems

are doing less work than can be done on a mainframe i but these systems constantly

waste 25% of the energy they receive. System z power supplies are more efficient

than most distributed system power supplies A and because I T managers dot

underprovision System z06s, much more work gets |do

Next, add in saving attained through consolidation and virtualization. Many
accounts are now cutting their se rver energy bills in half by consolidating and
virtualizing server workloads.

Finally, factor in costs related to network NICs, switches, routers, and hubs. Kiss
those devices goodbye, and then tally these savings as part of a System z vs.
distributed syst em energy consumption. The composite picture is that mainframes
are more energy efficient than distributed systems architectures because they: a)

dondédt have to push | arge amounts of traffic ovelr
utilization rates (meaning t hey dondt need to burn as much powet
underutilized server farms); and, c¢) dond6t need| a

to support traffic flow.

Manageability i as enterprises shift from tightly -coupled applications to loosely -

coupled service oriented architectures, service interactions fi as well as underlying
systems/storage/networking functions A will need to be monitored and controlled.
IBM offers a bevy of sophisticated business process management, intelligent
orchestration (and asso ciated libraries), automated policy -based provisioning,
workflow management, service -level management, energy monitoring and manage -
ment, and dozens of other products that are well -integrated and well -suited to
manage service-process flows over underlying, automatically provisioned, virtualized

systems infrastructure. Many of these are part |of
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6. Real-time workload handling responsiveness fi The System z has been architected as
a scalable, non-disruptive environment that enables  capacity increases to take place
transparently to handle unexpected workloads. Distributed system environments

usually handle this activity manually @ driving -up management costs.

7. Security A Distributed computing environment often have thousands of acces s
points; a variety of disparate network, computing, and storage systems; and no
centralized point of control. IT departments, accordingly, spend a lot of time and
budget locking -down security access points, performing cross -system security
integration, on security software site licenses to cover hundreds or thousands of
distributed nodes, and on higher salaries and related benefits for IT security
personnel.

System z offers IT executives a chance to centralize IT security under IBM

mainframe control. Integ rated mainframe security can significantly reduce security
software licensing and integration costs; greatly reduce your human resource  -related
security management costs; simplify compliance testing; and eliminate the need to
purchase extremely expensive e xternal public keys. IT executives can expect to save
hundreds of thousands (if not millions) of dollars in hardware, software, testing and
human resource -related costs by using IBMs mainframe security architecture.

8. Shared everything (and its ramificati ons on server availability) A The System z9 and
z10 shares everything including an enhanced I/O subsystem, main memory, and
virtualized resources. Important resources are not wasted (as they are in distributed
systems architectures). Note: sharing these re sources makes failover far simpler in
mainframe environments than in distributed computing environments where
physical systems are usually assigned to pick -up the pieces when a distributed tower
computer fails.

9. Superior systems and application management @ Advanced systems and applications
management programs simplify service management, operations,  security, and power
management.

10. Real estate/floor space fi Data centers, particularly in the United States and
Western Europe, are starting to run out of floor ~ space. For IT buyers concerned about
floor space, the System z packs a lot of processing power into a relatively small
footprint (as compared to the floor space that dozens of networked SMP or PC servers
might occupy if equivalently configured).

Parting Co mments

Over the last decade or so, the application programming model has shifted from tightly -
coupled to loosely-coupled. This loosely -coupled model enables applications to readily interact
with each other by requesting and fulfilling services. This approa  ch, combined with industry
program -to-program and data -sharing standards has helped overcome interoperability issues
and enabled a whole new generation of Web -based, highly -flexible applications to come to
fruition. To support this services -oriented applic ation program model, changes are required
in computer systems designs. The traditional model of  overprovisioning towered servers
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needs to be thrown out the window and replaced with a model that emphasizes high resource
utiliz ation and services management.

As f or | BMG6 smabfyame emvinonmentd i | believe s that Systems z10 represents
the quintessential mo del for service oriented computing. System z10 can be highly optimized
(with virtualization to the extr emdeingshavB@bb@ds ser vi ce

tightly integrated with System z10; and System z10 has several technical advantages over
other systems architectures that make it the best, self -contained, centralized service oriented
data center in the computing world (bar none).

As for parting words of wisdom, consider this:
There are huge advantages in handling program-to-program communications and
data transfers insida a highly secure, centralized computing environment. Systems

architects who are not exploring this alternative are doing their organization a major
disservice.
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ESSAY 4: WHY YOU NEED TO TRANSFORM YOUR DATA

CENTER ?

One of the things that | 6 vaeoundihdwordeidthaafewolit | T shops | h
managers are paying much attention to the costs to operate  their data centers. And in tough
economic times, | consider this to be a major oversight.

Why You Need to oTransformdé Your Data
In recent years, there has been an explosion of imploding data centers. Crushed by demands

for increased services fi and flattened by greatly increasing operational costs A data centers
are collapsing under their own weight. Information systems labor costs can now represent

up to 70% of an information technology (IT) operations budget; power and cooling costs are

now 8X greater than a dozen years ago; and pressing security and compliance demands have

drained resources and the funding needed for new projects. Innovation is at a stand  -still.

The reasons for this implosion are related to aging data center infrastructure an d operations
models. Data centers that use outdated models for program -to-program interaction and data
sharing are unable to adapt to constantly changing service demands due to application
interoperability and data sharing problems. Data centers that ha ve not been consolidated
and virtualized have become operational sinkholes from a management and resource

utilization perspective.

Aging data centers are broken and need to be transformed. More specifically: 1) service
management has to be incorporated as part of the underpinning to ensure quality service
delivery; 2) data center operational costs need to be reduced through
consolidation/virtualization; and, 3) data center infrastructure needs to be restructured to be
more dynamic in order to more read ily adapt to constantly changing service demands.

Four Primary Reasons to Transform Your Data Center
There are four forces that are driving the move to a new enterprise data center model:

1. Operational challenges (cost, security, resiliency, and environment  al factors);
2. Business initiatives/imperatives (the need to innovate); and,

3. New technology drivers (Web 2.0, mash -ups, cloud computing, etc.).

4. The need to rapidly deliver quality service.

The first major reason to transform your data center is to reduce ou  t-of-control operating
costs. Human -related management costs are now the single largest expense in the data
center. Energy costs are soaring as global competition for energy resources drives power and
cooling costs through the roof. Enterprises acrosst he globe are being compelled to comply
with standardized financial and operational practices (compliance). Businesses have a
financial, legal, and moral responsibility to protect employee, customer, and partner data
(adding additional cost for security an d data retention). Thanks to the ever -increasing
amount of data, the growing number of connections to that data, and the expanding number

and variety of devices being used to access that data fi data management has become a
major operating expense. These costs need to be brought back under control.
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The keys to reducing data center operational
adopting a dynamic and service oriented model and architecture, enterprises can simplify
their information systems infr  astructure (this, in turn, can lead to greatly reduced human
related management costs as well as greatly improved service levels). And, by consolidating

systems, servers storage and networks fi and further, by creating large virtualized pools of
logical and physical resources fi enterprises can significantly reduce IT operational costs
(consolidation and virtualization lead to improved systems/storage utilization rates; lower
systems/storage management costs; and simplified systems failover, testing, and qu  ality

assurance).

The key to driving simplicity, agility and efficiency in the data center is service management
(management services that provide businesses the ability to see their operations/businesses,
control risks and manage compliance, as well as leveraging automation).

The second major reason to transform your data center is to free  -up funding for innovation.
In order to respond quickly to changing marketplace conditions, to gain competitive edge, to
serve customers better, and to streamline s upply chain interaction, enterprises constantly
need to innovate. Innovation usually involves process change, often involves exploiting new
technologies i and almost always requires funding for new application code.

Funding for innovation is being erode d by ever-increasing operational expenses. In order to
foster innovation, data center operational costs need to be decreased and savings need to be
reallocated to support innovative new initiatives. Automation at all levels, including process
automation to drive consistency and streamlining operations, is critical.

The Internet standardized communications between information systems. Increased speed

and bandwidth are now creating new opportunities to drive new, service oriented

applications over the Inte rnet backbone. Standards for program -to-program communications
(Web services) have helped overcome program -to-program interoperability issues. Standards
for data sharing (XML) have knocked -down data sharing obstacles. And all of these
technologies are m aking it possible for enterprises to implement new, service oriented
applications.

Thanks to these standards, a whole new generation of dynamic, Web -based, service oriented
applications is developing. These applications are leading to the creation of inno  vative,
collaborative environments where data can be shared and programs can interact easily. And
as a result, innovative new application solutions are being brought to market more quickly

than ever before. It should also be noted that a Web -based design requires robust
management to ensure service performance and availability.

The primary differences in the data center design of yesteryear, and the emerging dynamic
and service delivery design of future data centers can be found in application behavior

(ti ghtly -coupled vs. loosely coupled); application management (applications/systems focused
vs. systems efficiency/service delivery focused), and information systems optimization
(moving from under -provisioned server farms to highly optimized, virtualized sca  le-up and
scale-out architectures). Another distinction is how management has evolved from that of
systems-based to business-driven in the new world. Service management is included and
enforced by strategic design.
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Essay 5: Are Your Data Center Operati onal Costs Under Control?
Your operational budget in your data center is dominated by three types of expenses:

1. People-related;
2. Device related (systems, storage, networks); and,
3. Power/cooling related.

This essay is concerned with point #3.

Are You Wasting M oney: Assess Your Data Center Power/Cooling

Costs

Are you wasting money by not improving the operational efficiency of your data center(s)?

You can find out by contracting with numerous vendors who offer data center assessment

services. Oryou can run a series of tests yourself, using any number of a wide variety of

tools that can be found on the Internet. My personal favorite is this one (see Figures 4 and

5).

What |1 6m asking you to do i s:
1 How to assess current levels of efficiency and cost
1 Determine w hich activities should be top priorities?
1 Determine which activities offer the fastest payback?
1 Which high -cost and low-cost activities should be undertaken (plan

of attack)?

Figure 4: The US Department of Energy DC Pro Data Center Assessment Tool
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