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Executive Summary 

Competition is fierce in the blade market ― especially between Hewlett-Packard (HP) 

and IBM.  And this competition is about to become even fiercer as HP’s high-end, 

scale-up, Itanium-based servers come under severe pressure from IBM’s newly-

announced POWER 6-based servers (POWER 6-based servers now offer almost three 

times the performance of HP’s midrange Itanium-based servers ― at the same price 

point).  Accordingly, Clabby Analytics predicts that HP is going to have to rely more 

heavily than ever on its blade platforms to make up for revenue that we project HP will 

lose in the scale-up computing market over time. 

IBM knows HP’s predicament ― and is not planning to relinquish its long-standing, 

number one position in units sold in the blade marketplace.  In fact, IBM is turning up 

the heat on HP.  In its latest series of blade announcements, IBM has:  

 Added two new blade chassis to its product line ― giving its customers five 

blade platforms from which to choose (HP offers only one basic chassis); 

 Expanded network fabric choices and increased networking speeds (and added 

new open fabric management capabilities);  

 Introduced new technologies such as virtualization capping for better blade 

resource utilization and better power management; and, 

 Previewed dual solid state disk support (which can be used to lower the power 

drawn from mechanical disks and thus reduce blade power consumption). 

 

These announcements, coupled with IBM’s vast, open Blade.org ecosystem (a large community of 
hardware and software vendors who build products that operate in IBM blade enclosures), serve to 
significantly differentiate IBM blade architecture from those of HP, Dell, and Sun.  

In this Research Brief, Clabby Analytics (that’s me) takes a closer look at IBM’s new 

blade announcements.  What I find is that IBM is turning up its competitive pressure 

on HP, especially in the areas of network fabrics, virtualization, and blade system 

packaging.  And with IBM’s five blade platforms, broader and faster network fabric 

support, deeper virtualization capabilities, a richer ecosystem, and several unique 

technologies, HP is going to have a very hard time overtaking IBM in the blade 

marketplace in the foreseeable future.   

What Is IBM Announcing/Previewing? 

In short, IBM is announcing a new packaging option for its BladeCenter (known as 

BladeCenter “E” for “energy efficiency”); several new network switches; expanded 
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virtualization capabilities; support for 8Gb network fabrics (in 2008 or 2009 ― when 

available on the market); several new switch options, and extended support for its 

chassis through 2010. 

IBM is “reannouncing” its new HC10 workstation blade ― and the availability of its 

Concurrent KVM capability (which was announced last year).   

And, IBM is previewing several new technologies, including a sneak-peek at a Blade-

Center designed for small and medium offices (the BladeCenter “S”); a serial attached 

SCSI (SAS) fabric (that has the ability to boot up to 56 blades from a single storage 

subsystem ― as well as offering 3 Gbps performance throughput to each blade); an 

Open Fabric Manager; and support for dual solid state disk (solid state disks offer 4x 

the availability of mechanical drives with RAID 1; 2x the reliability of mechanical 

drives; and use 87% less power and cooling than conventional disk drives). 

The key messages that IBM is seeking to deliver as part of this announcement are: 

 By virtue of its five platforms with multiple different network fabric choices, IBM 

can offer blade buyers the RIGHT choice, tailored to fit diverse needs ranging 

from ruggedized environments, to telecommunications environments, to 

general purpose computing environment, through small and medium offices;  

 Because IBM’s blade specifications are OPEN, IBM blades provide for great 

flexibility in design as well as presenting greater opportunities for innovation by 

its blade community; 

 IBM’s blades are GREEN (energy efficient), and IBM is also focusing on 

greening-up entire datacenters (a very significant differentiator); and,  

 IBM blades are EASY to deploy, integrate and manage. 

What Does Clabby Analytics Think About This Announcement? 

In a nutshell: IBM is, yet again, demonstrating technology and thought leadership ― and is significantly 
differentiating its blade offerings from those of competitors such as HP, Dell, and Sun.   

Technological Advantages 

On the technology side, IBM has learned that not one-size-fits-all when it comes to 

blade system design.  Accordingly, it has designed and packaged five blade platforms 

(so far) to serve specialized markets needs (such as the need for ruggedized blades, or 

very high-speed blades, or the need for maximum density, or the need for easy-to-

deploy blade solutions for small and midsized computing markets).  This packaging 

broadens the appeal of its blade product offerings and enables the company to better 

serve a wide variety of markets than can be served by the singular blade chassis 

offerings of some of IBM’s competitors. 

Also from a technical perspective, IBM is applying very significant pressure on its 

competitors when it comes to the breadth of network fabrics that it supports ― as well 

as the speed of those networks.  For instance, IBM offers:      

 Full 1Gb to 10Gb Ethernet connectivity to both the chassis and each blade (HP, 

for instance, does not do this); 

 Support for 8GB network fabrics (in 2008 or 2009); 

 Highest chassis throughput with Voltaire InfiniBand Pass-Thru Module;  
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 Qlogic Intelligent Pass-thru Module (NPIV), and Brocade NPIV enablement;  

 Concurrent KVM; and, 

 A fully managed Cisco InfiniBand switch, that includes open fabric management 

capability. 

In addition, IBM previewed a serial attached SCSI (SAS) fabric that allows easy 

transition to diskless, stateless servers (note: some blade buyers choose to keep disk 

on their blades solely for boot ― but with IBM’s newly announced Dual Solid State 

SATA Disks ― another unique blade innovation ― blade buyers can move away from 

this practice, reducing costs, energy, and storage overhead in the process).  IBM also 

previewed an open fabric manager (more specifically, IBM’s BladeCenter Open Fabric 

Manager) ― a software program that allows administrators to dramatically simplify the 

initial connection and/or reconnection of fabrics to servers.                 

And, as if its several blade chassis designs and advanced networking capabilities are 

not enough, IBM has added granularity to its virtualization capabilities with power 

capping services (the ability to assign power use thresholds on virtualized blades) ― a 

major advantage when it comes to improving blade utilization as well as controlling 

power usage and heat dissipation. 

 

In short, IBM offers several, different blade designs to serve a myriad of market needs.  The company is 
setting the pace in network speed ― as well as in network fabric options.  And the company is bringing 
advanced virtualization capabilities to its blades ― clearly differentiating its blade offerings from those of 
its competitors.   

Thought Leadership 

Figure 1 ɶ IBMôs Open BladeCenter Community   

 

Source: IBM Corporation ɶ June, 2007 
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IBM’s thought leadership in blades was demonstrated at the outset of the company’s 

blade program when IBM decided to leverage independent hardware and software 

development communities to help build-out its blade offerings (rather than trying to 

build all blade solutions by itself).  To this end, it opened its blade chassis specifi-

cations to any company that wished to develop products within its blade chassis ― and 

it helped create an independent, open community (Blade.org) to accelerate the devel-

opment of BladeCenter solutions.  IBM also created a BladeCenter Alliance Program 

that consists mostly of independent software vendors and a few independent hardware 

vendors to bring newly-developed 3rd party blade solutions to market.  This IBM 

BladeCenter community is illustrated in Figure 1. 

More recently, IBM has announced a major initiative that targets energy waste in 

datacenters.   Dubbed “IBM Project Green”, this program has been designed to help 

improve energy use within a datacenter, as well as help lower datacenter operating 

costs.  IBM’s green plan focuses on three datacenter categories: power, cooling, and 

systems ― and shows IT managers how to reduce energy consumption in each 

category.  Figure 2 shows how energy is being consumed in the datacenter today ― 

and shows that it makes logical sense to attack chilling/cooler, information technology 

(including blades), and uninterrupted power supply costs to achieve the greatest 

payback. 

Figure 2  ɶ Project Big Green  

 

Source: IBM Corporation ɶ May, 2007 

IBM’s approach to attacking datacenter costs is to provide tools and utilities that can 

be used to assess energy usage within the datacenter; to provide software and 

services that help consolidate servers and storage ― and virtualize these devices to 

increase utilization rates; and, to then attack costs related to chilling/cooling.  As for 
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attacking electrical and building system costs, IBM is working with a group of third 

party partners to help reduce the energy consumption of power distribution units,  

power supplies, switches/generators, and the like. 

In short, IBM’s foresight in making its blades “open” has lead to great innovation in the blade industry on 
IBM BladeCenter platforms.  And IBM’s thought leadership in system design, as well as datacenter 
efficiency, continues to distinctly separate IBM from the rest of its blade competitors. 

A Closer Look at the Key Technologies in IBMôs Announcement 

The following subsections look more closely at the products and technologies that IBM 

has announced or previewed as part of its BladeCenter update. 

The BladeCenter Product Family ˈ and the Announcement of the BladeCenter ñEò 

“BladeCenter” is the product name given to a series of five chassis that IBM offers to 

support bladed devices (such as blade servers, blade workstations, storage blades, 

and so on).  These chassis include the BladeCenter “T”, “H”, “HT”, and forthcoming “S” 

models ― as well as the newly announced BladeCenter “E” (see Figure 3).   

Figure 3  ɶ IBMôs BladeCenter Chassis 

 

Source: IBM Corporation ɶ June, 2007 

The BladeCenter T has been designed for ruggedized environments like shop floors, 

warehouses, telecommunications (telco) centers, and for military applications; it 

comes in AC/DC models; and it is NEBS (network-equipped building system) 

compliant.  BladeCenter H offers ultra-high performance (including greater than 10GB 

communications support).  The BladeCenter HT is a ruggedized version of the 

BladeCenter H ― designed specifically for the telco marketplace.  And the BladeCenter 

S (which IBM is previewing) supports fewer blades than the rest of the BladeCenter 

chassis (but it supports its own embedded, shared subsystem).  This packaging makes 

BladeCenter S more appealing to the small and medium business (SMB) marketplace. 
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The new news in the BladeCenter family is the BladeCenter E (the “E” is for 

“enterprise”).  This model provides the basic architecture to support a wide variety of 

blades, and by a common switching architecture, common blades, and a common 

management environment, it can provide support for thousands of applications that 

can run across many operating environments ― all manageable by a common 

management environment.  The chassis itself is a 7U unit that can support 14 dual or 

quad core blades; it is open fabric enabled; it is energy efficient (IBM claims it is the 

lowest carbon blade chassis on the market).  Up to 84 full-function blade servers fit in 

a standard 42U rack ― so, for enterprises with tight real estate requirements, the 

BladeCenter E is the highest density blade server platform on the market.  Finally, it 

should be noted that the BladeCenter E will soon provide up to 8GB networking 

throughput.  

  

The reason that the BladeCenter “E” designation is important is because it enables prospective buyers to 
focus on a specific chassis rather than a mix of components (which is how IBM presented BladeCenter 
before).  By having one chassis, specifically designed to support a variety of enterprise-class applications, 
IBM hopes customers will find it easier to relay the features, functions, and benefits of this product family 
to prospective enterprise blade buyers (just as having the “S” designation makes it easier for IBM to 
explain the benefits of the S chassis to potential small- and mid-sized business owners).   

BladeCenter S is also worth a much closer look.  With BladeCenter S, IBM has focused 

on creating a business-in-a box foundation with configurable shared storage.  The 

platform is straightforward to deploy (it has been designed with “select-and-click” 

configurability); it is easily expandable (so it can grow to suit the needs of a small 

department or business); and it runs on standard 110v power (ideal for literal plug and 

play in countries with 110v power service). 

BladeCenter Open  Fabric Manager 

An open fabric is a networking fabric that allows blade buyers great flexibility in 

choosing networking options for blade-to-blade, blade-to-other servers, blade-to-

storage, and linkage to other devices.  IBM claims, and rightly so, to have the broadest 

and deepest suite of network fabric offering in the blade market ― with support for a 

variety of switches including 10 Gb Ethernet (the blade industry’s only implementation 

so far), NPIV FC, and SAS switches from a number of vendors and supporting 5 I/O 

fabrics including Ethernet, iSCSI, Fibre Channel, Infiniband and SAS. IBM’s entire 

switch, blade and chassis portfolio is supported by BladeCenter Open Fabric.  And the 

BladeCenter Open Fabric Manager really simplifies deployment by pre-assigning LAN 

(MAC addresses for Ethernet) and SAN (WorldWide Names for Fibre Channel) 

connections and then letting the system manage them after that regardless of the 

switch or passthru module being deployed. 

Raising the Power/Cooling Bar: IBM Blades and the DataCenter 

As stated earlier, IBM has demonstrated thought leadership in the area of energy 

conservation when it comes to using power more efficiently in the datacenter.  IBM 

does this by attacking power consumption at the systems level, in the actual power 

systems (including uninterruptable power supplies), and in cooling systems.   

At the systems level, IBM has compared its BladeCenter E HS21 power usage to an 

equivalently configured HP BladeSystem BL460c ― and this comparison shows that 

IBM BladeCenter uses: 
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 11% to 19% less power to run same configuration; 

 11% to 19% less cooling required from data center; and, 

 31% more servers per rack. 

Conversely, however, a study conducted by Sine Nomine Associates (SNA) in March, 

2007, that looked at overall power consumption and external airflow requirements 

found HP BladeSystems use one-third less power than IBM BladeCenter.  So which 

company’s claim is more accurate? 

 

Clabby Analytics believes that there are dozens of variables that come into play when comparing power 
usage and energy efficiency in blade architecture.  Sometimes systems are not tuned properly ― delivering 
skewed results.  Other times, workloads are not run identically.  And so on…  I suspect that the power 
consumption rate of HP blades versus IBM blades is fairly close.  The real differences, however, start to 
show up in the tools that each vendor supplies that help monitor and manage energy usage, that help 
move computing workloads to better dissipate heat, and that turn-off unused servers to prevent energy 
waste.  Some of these tools ― as well as some additional power saving technologies ― are described 
below.  Expect these types of tools and technologies to widen the power consumption gap between IBM 
and its blade competitors.     

IBM blade products designed to help reduce power and cooling costs specifically 

include: 

 CoolBlue technology ― IBM’s CoolBlue Power Configurator is a web tool that 

accurately predicts the power and cooling required for specific configurations 

thereby enabling realistic planning of the proper power and cooling 

infrastructure; 

 PowerExecutive ― IBM’s PowerExecutive tool tracks actual power usage, inlet 

and exhaust temperatures, and heat emitted, and trends these items over time 

so IT managers and administrators can actively manage power and cooling with 

real information specific to their environment;  

 The IBM Rear Door Heat Exchanger which can be deployed to help address hot 

spots in the data center. These offerings help clients better manage their power 

and cooling; and, 

 Newly announced SATA Solid State Disks can save 90% of power over today’s 

disk drives. 

 

Especially noteworthy in this announcement is the capability of IBM’s CoolBlue 

PowerExecutive to provide virtualized power (capping), enabling the energy required 

to power workloads to move from one server to another, as required.  Using this 

power-capping capability, IT managers and administrators can set thresholds and 

maximize server usage within a restricted power envelope. 

 

 

On a more general note, as part of its Project Big Green announcement, IBM also announced a "stored 
cooling" product that has the potential to dramatically increase energy efficiency in end-to-end datacenter  
cooling systems.  This product works as a cold battery that resides between a datacenter’s chilling/cooling 
towers and its heating, ventilation, and air conditioning systems (HVAC systems) ― offering the potential 
to reduce cooling costs by up to 50 percent.  For IT executives who want to run hundreds or thousands of
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blades, this stored cooling approach is something to watch carefully as it has the potential to greatly 
reduce the datacenter’s biggest energy expense ― cooling. 

Summary Observations 

The server market is becoming polarized.  IT executives are gravitating toward scale-

up servers (IBM POWER-, Sun UltraSPARC-, and HP Itanium-based systems) to 

consolidate and virtualize servers in order to improve system utilization and lower 

operating costs (especially costs related to systems management and energy 

consumption); and/or they are gravitating toward blade environments for many of the 

same reasons (but also to address datacenter space-related issues, to reduce 

distributed server management costs, and to reduce energy-related costs). 

Clabby Analytics is well known for its negative position on Intel’s Itanium architecture.  

This architecture has been consistently late to market; slower to introduce innovative 

features such as dual-core and virtualization than its competitors; and a comparative 

underperformer for most of its life.  Accordingly, I believe that HP’s scale-up Itanium 

servers will be severely pressured by IBM’s newly released POWER 6 architecture 

(which trounces HP’s Itanium-based servers in numerous industry-leading 

benchmarks).  HP will have to make up for lost scale-up revenue ― and I’m betting 

that HP will focus more strongly on the blade market space to do so.  (Note: HP could 

make up revenue in other areas of business such as software and services sales ― but 

the logical place to make up lost hardware revenue is in the sale of a different type of 

hardware ― blades).   

Unfortunately for HP, IBM is not dropping its guard in the blade space.  IBM will soon 

offer five distinct BladeCenter chassis designed to serve a variety of general and 

specific market needs ― thus offering its customers greater platform choice than HP.  

IBM is also continuing to set the pace in blade networking ― with broader fabric 

offerings, faster speeds, and better fabric management.  And IBM is raising the bar in 

virtualization with power capping and solid virtualization management tools.  And, to 

make matters worse for HP ― IBM is sinking a billion dollars into energy efficiency 

plans for its products and for the entire data center ― putting additional pressure on 

HP beyond just the blade computer space. 

Will HP be able to surpass IBM in volume shipments in the near future?  If HP 

customers migrate from their aging PA-RISC machines to HP blade architecture, there 

is a chance that HP blades will outsell IBM blades over time.  But there is also a chance 

that these HP customer might do a little comparison shopping before deciding to stick 

with HP ― and, for the reasons outlined in this Research Brief ― Clabby Analytics 

believes that those customers may opt for IBM BladeCenter due to its numerous 

distinct comparative and competitive advantages over HP’s BladeSystem…  

 

 


