
  

 

Opinion  

HPôs ñReal Story About IBM Mainframesò: Facts or FUD? 

Introduction 

A combination of Hewlett-Packard (HP) websites would like you to believe that moving 

off of IBM System z mainframes ð and over to their products and/or managed services ð 

is a really good idea.  My favorite of these sites is one entitled ñThe Real Story about IBM 

Mainframesò (authored, of course, by HP) ð an attempt to take an ñobjectiveò look at the 

dynamics involved in acquiring and operating a mainframe environment as compared 

buying and operating an HP ñopen systemò environment.   
 

Clabby Analytics (thatôs me) would like you to understand the other side of the story ð 

why moving from an mainframe to HP Integrity systems or HP blade architecture is a 

really bad idea.  After reading both the HP opinion and the Clabby Analytics opinion ð I 

would like to leave it to you to decide which architecture is best for processing your 

organizationôs workload. 

Executive Summary 

Hewlett-Packardôs ñThe Real Story About IBM Mainframesò site, found at 

http://h71028.www7.hp.com/erc/cache/110448-0-0-0-121.html?jumpid=reg_R1002_USEN 

makes the following claims (HP calls these ñfactsò): 

¶ Fact 1:  IBM has not made public any industry standard benchmarks of a 

mainframe running Linux. 

¶ Fact 2:  Absolute costs for Linux on the mainframe are MUCH higher than x86 or 

Itanium-based servers. 

¶ Fact 3:  A Standish Group report draws the logical conclusion that the HP Integrity 

NonStop servers will deliver better availability at approximately one-half the total 

cost of ownership (TCO) of the IBM zSeries mainframe. 

¶ Fact 4:  The HP Integrity Superdome is specified to draw about one-half the 

electrical power as the IBM z9 for similar number of processors.   

¶ Fact 5:  The HP Integrity Superdome delivers greater processor core scalability, 

more I/O, and more main memory. And, 

¶ Fact 6:  Mainframe TCO studies that tout the reduction of costs due to the 

virtualization of the network infrastructure but leave out blade systems that do the 

same are incomplete. 

 

http://h71028.www7.hp.com/erc/cache/110448-0-0-0-121.html?jumpid=reg_R1002_USEN
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ñFactsò 1, 2, 3 and 5 can be interpreted as literally true (but a closer examination of each of 

these shows some real surprises!).  ñFactò 4 is wrong.  And ñfactò 6 is just plain bizarre.  

Letôs take a closer looké 
 

¶ Fact 1:  IBM has not made public industry standard benchmarks on its 

mainframe running Linux.  

o Clabby Analytics response:   

Á Most industry standard benchmarks focus on producing performance 

data for specific application environments (such as SAP, Oracle, or 

Microsoft) or certain activities (such as transaction processing, mail 

and messaging, etc.).  Unix, Windows, and Linux application servers 

can all be specifically tuned and tweaked to run these specialized, 

single function tests. Mainframes, however, have been designed to 

provide prioritized, balanced performance for varied workloads that 

run simultaneously in a shared resource mainframe environment.  

Hence, using SAP, TPC-C, SPEC, and LINPACK benchmarks to 

measure specific application performance favors specialized 

application servers ð not general purpose, multi-workload servers 

such as mainframes. 

Á For a true apples-to-apples comparison (HPôs Integrity Unix/Linux 

servers versus similarly tuned IBM Power Systems Unix/Linux 

servers), see the tables and graphs included in the next section.  

Note: in all of these leading industry standard benchmarks, HPôs 

Integrity performance is less-than-impressive when compared to a 

like Unix architecture (IBM System p/IBM Power Systems). 

Á A benchmark that runs multiple, simultaneous workloads does exist 

ð it is known as the ñMettle Test.ò  IBM has published its results.  

HP should run and publicly publish the results of such a test. 
 

¶ Fact 2: ñAbsoluteò costs for mainframe Linux is much higher than x86-based 

or Itanium servers. 

o Clabby Analytics response: 

Á What does ñabsoluteò cost mean?  If absolute cost is only the cost of 

acquisition, then this statement is true.  If absolute cost, however, 

refers to the entire environment (people costs, security, business 

resiliency, capacity planning, business process integration, com-

pliance, et al) ð Clabby Analytics will readily dispute this ñfact.ò 

 

¶ Fact 3: A Standish Group report claims HP Integrity NonStop servers offer 

ñbetter reliabilityò at a significantly lesser cost than mainframes. 

o Clabby Analytics response: 

¶ Yes, this is true.  The Standish Group did indeed publish a 

report that made this claim.   

o Note Standish Group disclaimers ï this report was 

modeled using a database run ð not by directly 

interviewing customers!   
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¶ Fact 4: HP Superdome is SPECIFIED to draw about ½ the electrical power of 

the IBM z9 for a similar number of processors. 

o Clabby Analytics response: 

Á HPôs math appears to be incorrect; and, 

Á When HP IOX communications cabinets are added, and when a 

second Superdome is added for high-availability, this Superdome 

configuration appears to consume around 3.7 times more power.  

¶ Fact 5: HPôs Integrity Superdome delivers greater processor core scalability, 
more I/O, and more main memory than a mainframe. 

o Clabby Analytics response: 

Á This fact is indeed true.  HP does indeed need a lot of cores, a lot of 

memory, and a lot of I/O to do the same amount of work as a 

mainframe using half as many cores.  Why is HP proud of this?  In 

Clabby Analytics opinion, its application performance, scalability, 

availability and TCO that matter most to IT buyers Ƅ not which 

company uses the most processors to get the work done. 

¶ Fact 6: Mainframe virtualization studies that leave out a discussion of blade 

systems when discussing the virtualization of network infrastructure are 

incomplete. 

o Clabby Analytics response:   

Á X86-based blade servers do not compete with mainframes ð so why 

should IBM be compelled to discuss them when discussing 

virtualized network infrastructure?  And, does HP discuss blades 

every time that they discuss Superdome?  This ñpointò is ñpointless.ò 

 

The Remainder of this Report 

The remainder of this report looks at each of HPôs claims in greater detail. 

Clabby Analyticôs conclusion: after evaluating several of HPôs mainframe replacement websites, it is my firmôs 
opinion that HP has posted a number of points that, on face value, are true.  But after examining these points 
more closely, it is clear that each point ñsignificantly under-representsò mainframe capabilities ð and hence, 
this HP ñfact siteò is far from objective.  Clabby Analytics regards HPôs migrate from the mainframe site as an 
excellent example of how to conduct a FUD (fear, uncertainty, and doubt) marketing campaign ð nothing more.          

 

A Closer Look:  Fact #1 (IBM has not made public any ñindustry standardò benchmarks for 

mainframes running Linux) 

This statement is true ð IBM has not published any industry standard benchmarks for 

mainframes running Linux.  But the reasons why are quite intriguingé 
 

First and foremost, readers need to understand that mainframe architecture is distinctly 

different from that of HPôs Integrity server architecture: 
 

¶ Mainframes have been designed to provide prioritized, balanced performance for a 

variety of workloads (batch, interactive, transaction processing) that run on its 

integrated infrastructure and operating system(s) simultaneously.   

¶ HP Integrity Superdome servers can also be deployed to handle generalized 

workloads ð usually using individual operating systems images to drive varied 

workloads in an optimized fashion.  But, as overhead for security, business 
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resiliency, process flow, capacity planning, virtualization ð and all of the other 

features/functions that operate in a mainframe environment are added ð individual 

application performance declines from what industry standard, NUMA-oriented 

(non-uniform memory addressing) benchmarks report. 
 

Figure 1 greatly simplifies the primary design difference between the IBM mainframe and 

Unix/Linux server environments.  Note: the reason why Linux/Unix servers can outperform 

mainframes on certain benchmarks is because those servers run ñunburdened.ò  
 

Figure 1: IBM System z Vs. Unix/Linux Servers ð A Completely Different Design Point 

 
 

Source: Clabby Analytics ð September, 2008 

 

The correct way to compare these architectures is to run both in a fully-burdened benchmark environment such 
as the Mettle Test environment.  Clabby Analytics notes that IBM has published its mainframe Mettle Test 
results.  HPôs results, however, are nowhere to be found. 

 

Comparing Apples-to-Apples: HPôs Integrity Line vs. IBM Power Systems 

The HP integrity series can run multiple operating environments.  IBMôs Power systems 

can run multiple operating environments.  The majority of sales on each of these 

architectures use the Unix operating system.  So a Unix server versus Unix server 
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comparison is probably a better way to compare Itanium performance to other, like 

architectures.   
 

For an apples-to-apples, unburdened application server bake-off, the following charts 

(Charts 1 and 2) show how HPôs Integrity Unix/Linux line compares with IBM System p 

(now Power Systems) Unix/Linux line.   
 

Perhaps, after reviewing these comparisons on like systems architectures, HP might want to reconsider issuing 
performance challenges. 

 

Chart 1 ðHPôs  Integrity Line vs. Its Real Competitor (System P/Power Systems) 

 
  

Source: IBM Corporation ð August, 2008 
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As for comparing processor cores and scalability ð as well as performance ð on apples-

to-apples Linux/Unix servers, please examine Chart 2.  The seventh column (power faster 

by) is particularly interesting.  IBM Power Systems consistently outperform HP Itanium 

servers by margins ranging from 13.6% to over 386%!   
 

There are 40 industry standard benchmarks depicted in Chart 2.  HP Itanium servers and IBM Power Systems 
competed jointly in 35 of these benchmarks ð and IBM won all 35 times while using fewer processors in each 
instance.  And, in more than half of these benchmarks, IBM outperformed HP by a margin of 100% or greater.  
HP might want to rethink calling attention to its processor scalability given its processor benchmark 
performance. 

 

Chart 2 ð A Closer Look at These Benchmarks 

 
 

Source: IBM Corporation ð August, 2008 
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Linux Specific Benchmarks on System z  

As for Linux-specific mainframe benchmarks, these too can be readily found on the web.  

Here are some examples: 
 

If an IT manager wants to understand how Linux uses large memory under IBMôs zVM 

environment, that IT manager can download z/VM Large Memory: Linux on System z at: 

http://www3.ibm.com/support/techdocs/atsmastr.nsf/5cb5ed706d254a8186256c71006d2e0

a/6ddec77fbb1e2357862573a7005afe0b/$FILE/ZSW03029-USEN-00.pdf 

If an IT manager wants to understand how to tune Linux on System z, her or she can go to 

Linux on IBM System z: Performance Measurement and Tuning found at: 

http://www.redbooks.ibm.com/redbooks/pdfs/sg246926.pdf 

Plus, there are numerous, application specific benchmarks that articulate how various 

applications can be tuned and measured (benchmarked) on System z.   
 

The point of this subsection is that although HP complains that IBM has not publicly published any Linux-
specific System z benchmark data, IBM system z Linux benchmark data is readily and publicly available.   

 

A Closer Look: Fact #2 (Absolute costs for Linux on the mainframe are MUCH higher than x86 

or Itanium-based Serversé) 

In this case, Clabby Analytics has no idea what HP is referring to with its term ñabsolute 

cost.ò  If HP meant to say ñacquisition cost,ò then HP is probably correct ð it costs less to 

buy HP hardware and related Linux operating environments than to buy a mainframe with 

Linux.  But if HP meant to say the ñtotal absolute cost,ò Clabby Analytics begs to differ.   
 

The Encarta Dictionary defines ñabsoluteò as completely unequivocal and not capable of 

being viewed as partial or relative ð as in ñabsolute proof.ò  So an absolute comparison 

of Linux costs on a mainframe should include all of the costs typically incurred when 

running an enterprise class environment.  To run a mainframe-like Linux environment on 

x86 and/or Integrity servers, an absolute cost comparison should, accordingly, include 

sophisticated security (mainframes own the highest security ranking in the world), high 

resilience, high reliability, sophisticated capacity planning, sophisticated virtualization, 

highly-integrated business process flow ð and so on (see Figure 2 ï next page). 
 

To compare x86 and Integrity servers to mainframes, HP would have to mimic the level of infrastructure 
sophistication offered in mainframe environments exactly (an endeavor that would significantly drive up the 
total cost of ownership for x86 and Integrity servers).  Clabby Analytics believes that HP cannot 
duplicate/exactly mimic this environment ð and hence cannot ñabsolutely proveò this point!   

http://www3.ibm.com/support/techdocs/atsmastr.nsf/5cb5ed706d254a8186256c71006d2e0a/6ddec77fbb1e2357862573a7005afe0b/$FILE/ZSW03029-USEN-00.pdf
http://www3.ibm.com/support/techdocs/atsmastr.nsf/5cb5ed706d254a8186256c71006d2e0a/6ddec77fbb1e2357862573a7005afe0b/$FILE/ZSW03029-USEN-00.pdf
http://www.redbooks.ibm.com/redbooks/pdfs/sg246926.pdf
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Figure 2: A More Comprehensive View of ñAbsoluteò Cost 

 

 
 

Source: IBM Corporation ð August, 2008 

 

A Closer Look: Fact #3 ( A Standish Group report draws the logical conclusion that the HP 

Integrity NonStop servers will deliver better availability at approximately one-half the total cost 

of ownership (TCO) of the IBM zSeries mainframe) 

First, HP is 100% correct ð The Standish Group did indeed publish such a report (entitled: 

ñUpstage: An Independent Assessment of HP Integrity NonStop NS1000 Availabilityò).  
And the Standish Group does offer good quantitative research.  But the Standish Group was 

very careful to qualify this report, saying: ñsince the NS1000 is very new, it is too early to 

obtain end-user track records.ò   
 

 

It appears that HP, however, is attempting to prove that NonStop is superior to IBM mainframes in both cost and 
availability, even without sustained, proven end-user track records. 

 

Further, it should be noted that the report intro goes on to say that the Standish Group 

assessed ñcorresponding structural elementsò among servers ñin order to draw a logical 

conclusion as to the level of availability the new platform might achieve in a production 

environment.ò  The emphasis in the previous sentence should be on the word ñMIGHT.ò 
 

This is a very interesting report ð and well worth the read.  Clabby Analytics, however, would like to see direct 
user interviews,  end-user track records, and a long performance history on the product before drawing 
availability and cost conclusions on NonStop vs. System z availability.  
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A Closer Look: Fact #4 (The HP Integrity Superdome is specified to draw about one-half the 

electrical power as the IBM z9 for similar number of processors) 

Clabby Analytics suspects that this ñfactò is NOT TRUE.  Because HP did not specify 

which Superdome model it was using for this comparison (nor the processor types), nor the 

specific mainframe model against which it was making this claim, it is very difficult to 

understand how HP arrived at its conclusion. 
 

Clabby Analytics suspects that HP is comparing an older Superdome design to an older mainframe design Ƅ 
hardly au curranté 

 

Given this uncertainty about which models and processors that HP used to draw its 

conclusions, Clabby Analytics has extrapolated the following data points: 

¶ Clabby Analytics suspects that HP used an Integrity Superdome sx2000 32-way 

with 64 cores (this, by the way, is a legacy, single cabinet, up-to 8 cell Montecito 

dual core system design Ƅ that can host up to 64 cores).  In its day, it came in 

several configurations, including a 56 core, single frame configuration.  (A single 

core configuration could also be used for comparison, but that would have required 

a second frame to house a ñsimilarò number of processors). 

¶ The maximum number of z processors in a z9 model S54 is 54 (hence the name 

S54).  According to IBMôs System z9 Enterprise Class Installation Manual - 

Physical Planning (pages 24 and 50), the maximum power draw for this server is 

18.3 kW.  18,300 W divided by 54 processor engines yields 338.9 W per processor.   

¶ HP ships 52 core and 56 core version of its Superdome.  (The SD32 is dual core; 

the SD 64 is single core).  The technical specifications for these models can be 

found in the HPôs QuickSpecs manual located at:  

http://h18000.www1.hp.com/products/quickspecs/11717_div/11717_div.PDF. 

These are rated at 11,426 W and 12,196 W.  Divide each by 52 and the power 

consumed ranges between 219.7 W and 234.5 W per processor. 
 

Based on these assumptions and data points, HPôs ñfactò is INCORRECT. Superdomeôs 234.5 W spec is NOT 
HALF of the 338.9 W that a mainframe consumes.  (Using the abovementioned wattage comparisons, a single 
Superdome consumes closer to 70% the power of an IBM z9 Ƅ not the half that HP insists is a fact).  And note, 
this DOES NOT INCLUDE an external HP IOX expansion cabinet which  also burns additional power (the 
mainframe power burn described above includes an internal ï not external ï high-speed communications bus). 

The Missing External I/O Cabinetsé 

In Clabby Analytics opinion, the above server-to-server comparison is not an apples-to-

apples comparison for two reasons:  

1) HPôs ñfactò statement does not include the power being drawn by HP an external 

I/O chassis (which is often required in enterprise settings); and, 

2) To rival the resiliency and availability of a mainframe, IT buyers are going to need 

two HP Superdomes (one for failover ð this is typical in Unix server 

environments).  
 

http://www-01.ibm.com/support/docview.wss?uid=isg26063eaff59ce3b9c85257013005512f5&aid=1
http://www-01.ibm.com/support/docview.wss?uid=isg26063eaff59ce3b9c85257013005512f5&aid=1
http://h18000.www1.hp.com/products/quickspecs/11717_div/11717_div.PDF
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A Closer Look at This Logic 

System zôs are configured with extremely fast internal communications backplanes (that 

operate at 53.77 Gbps).  These backplanes burn power. By comparison, HPôs Superdome 

off-loads some of its communications to external communications chassis (IOX ð I/O 

Expansion Cabinets).  An IOX carries a power consumption burden of 3,200 W.  This 

additional wattage is typically (and conveniently) not counted when comparing an HP 

Superdome server to an IBM z9. 

HP publications show that only up to four nPAR virtual partitions can be supported on an 

HP Superdome without an IOX.  So clearly, HP customers who want to virtualize beyond 4 

nPARs will need an IOX.  A Superdome configured with only 48 I/O slots burns 12,196 W.  

But to get to 80 I/O slots (a number comparable to the z9), HP must add an IOX ð and 

that IOX burns 3,200 W.  So a real apples-to-apples comparison for a single Superdome 

with comparable I/O capabilities is 15,396 W vs. 18,300W on a z9. 

What this means is that a single Superdome is specified as almost on a par with a 

mainframe in terms of energy consumption (15396 divided by 18,300 means these two 

systems are within 20% of each other in terms of energy consumption).  The next question 

to ask is ñcan these two like-configured systems actually perform the same workload?ò  

And luckily, HPôs ñfact #5ò (the next topic) raises that exact questioné   

 

Incidentally, two Integrity Superdome 64A 128 core  Itanium servers in a clustered configuration, plus two IOX in 
full configuration burn 24,392 W x 2 +9,490 W x 2 = 67,764 Watts.  This is the configuration that Clabby Analytics 
believes best competes with a System z9 which is rated at 18,300 Watts.  In this configuration, an HP 
Superdome consumes 3.7 times as much energy as a z9 (and because of less sophisticated virtualization 
capabilities ð HPôs Superdome may still not be able to do as much real work). 

 

A Closer Look: Fact #5 (The HP Integrity Superdome delivers greater processor core scalability, 

more I/O, and more main memory) 

In Clabby Analytics opinion, Fact 5 rates the highest on the FUD scale in this paper.  Yes, 

HP Integrity Superdome does use a lot of processors to scale performance (is this really a 

positive point?), and yes it makes use of more I/O and more memory to get the job done 

than a mainframe (again, is this positive?).  Accordingly, a reader might infer bigger is 

better, based upon this ñfact.ò  But, in reality, that assumption would be wrong. 
 

In the real world of computing, IT executives are primarily concerned with how much 

computing capacity they have (in other words, how much work can a given server do).  So, 

if ñServer Aò can run a thousand applications and uses 128 processors to do so ð and if 

ñServer Bò runs a thousand applications but uses only 64 processors to do so ð is the fact 

that Server A uses more processors, more memory, and more I/O something to crow about?  

 

 To better illustrate this point, observe that an IBM System p 595 (now a Power System 595) uses only 64 cores 
to provide over six million transactions per minute on the most recent industry standard TPC-C benchmark.  
HPôs Superdome (with twice as many cores ð 128 in all) reported just over four million transactions per minute.  
If HP is trying to infer that using more processors, more memory, and more I/O is a good thing, theyôre not 
succeeding in this caseé   
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Further, there is one other point to consider.  Mainframe servers offer the ultimate in virtualization capabilities ð 
often running in the 80% or greater utilization range (and some customers that Clabby Analytics has spoken to 
consistently run their mainframes at 95-100% of capacity for sustained periods).  If HP Superdomes are not 
being run at equivalent-to-mainframe virtualization rates, they are doing even less work. 

 

A Closer Look: Fact 6 ( Mainframe TCO studies that discuss reduction in costs due to network 

infrastructure virtualization but leave out blade systems that do the same are incomplete) 

Of all of the ñfactsò that HP presented on its ñreal storyò website, this one is the most 

bizarre.  What it appears to say is that when IBM presents any TCO studies that highlight 

cost reductions due to the virtualization of network infrastructure ð they should also be 

required to discuss how blades handle virtualization.  Talk about a non sequitor! 

 

When IBM talks about network infrastructure in the context of mainframes, IBM usually 

talks about the huge benefits that can be derived by eliminating the myriad of external 

network access points and cables that distributed systems architectures have the habit of 

proliferating.  Figure 3 is an oversimplification of the kind of results that an enterprise 

could expect by dumping a distributed computing architecture and moving to a centralized 

mainframe environment.  (This figure is loosely based on IBMôs ongoing internal 

migration from 3900 distributed servers to 30 servers).   

Figure 3ð Network Cost Efficiencies When Moving to Centralized Architecture 

 
Source: IBM Corporation, August, 2008 

 

If these estimates are only half-true, HP should be very concerned (because HP sells a lot 

of distributed computing configurations as well as blades).  Perhaps this is why HP now 

publicly and strenuously disputes IBMôs projected cost savings that it expects to see by 

moving from 3900 distributed servers to 30 mainframes.  
 

Given the above comparison, why HP would want IBM to introduce a completely different architecture (that 
doesnôt even compete with mainframes) when discussing System z is a complete mystery to Clabby Analytics.   
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Summary Observations 

You now have the other side of the story.  It is now your turn to balance what Clabby 

Analytics is telling you against what HP is telling you.   

As you weigh HPôs ñfactsò, remember that HPôs call to measure mainframe architecture 

using NUMA-friendly industry standard benchmarks does not constitute an apples-to-

apples comparison.  A full workload, architecture independent benchmark (such as a Mettle 

Test) would be a more accurate way to compare these two architectures.  

As for how mainframes actually perform in Linux environments, there are many 

mainframe tuning guides and performance benchmarks currently available that provide 

needed capacity planning information.  Further, several IBM customers interviewed by 

Clabby Analytics noted great savings in software licensing, manageability, and real estate 

footprint costs). 
 

When it comes to costs, donôt be hoodwinked into weighing only acquisition costs as compared to total costs.  
Judging ultimate system costs based on hardware and infrastructure costs would be a major faux pas.   

 

When it comes to energy usage, Clabby Analytics argues that a true apples-to-apples 

comparison would involve two Superdomes in order to match mainframe reliability, 

availability, and resilience characteristics (and a Superdome HA cluster would then burn at 

least 3.7 times as much energy as a mainframe).  
 

But an even more important consideration when comparing energy use is how much work each system can do.  
And given the mainframeôs significantly superior virtualization facilities, the case can be made that mainframes 
can do a heck of a lot more work Ƅ and thus do more work using less energy than an HP Superdome. 

To prove that HP Integrity NonStop offers better reliability at a lesser cost than 

mainframes, HP is going to have to do better than using reports that specifically state that 

they are not based on deep track records ð and that simply model what NonStop reliability 

might look like in a production environment.   

On using ñprocessor scalabilityò and ñmoreò in the same sentence, HP has indeed proven 

its point.  Industry standard benchmarks show that HP Superdome Integrity servers use 

more processors to deliver substantially lower performance than IBM Power systems with 

half as many processor cores.  Congrats HP!   

As for insisting that IBM include discussions about blade architecture when discussing 

network infrastructure virtualization ð Clabby Analytics is dumbfounded.  Why should 

IBM be required to introduce a discussion about blades into discussions about mainframes 

ð  PC blade architectures donôt even compete with mainframes?   
 

In conclusion, very few of HPôs The Real story About the IBM Mainframe ñfactsò hold up 

to closer scrutiny.  And, as a final comment: introducing this kind of FUD is exactly why 

Clabby Analytics never liked the name ñIntegrityò for HPôs server lineé. 


