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Blade Everything?
Introduction
Blade computing architecture is a beautiful thing. It helps reduce server management costs
by enabling information technology (IT) buyers to consolidate many servers into a single
chassis; it helps improve overall systems utilization through virtualization; it eliminates the
need for redundant high-availability servers; and more. But blade architecture is not ideal
for every computing need. And IT managers who believe vendors who promote “what’s-
the-problem?-blades-are-the-solution” strategies should know better.

Blade servers are ideal for running loosely-coupled, message-intensive web-tier
applications (web serving, mail and messaging, file serving, etc.), as well as for running
departmental applications. Blade servers can also handle enterprise mission-critical
applications (but pay close attention to the amount of network message traffic your
applications generate, and ensure that your database is in near proximity to the servers in
order to ensure good performance).

On the other hand, scale-up systems environments (where computing is handled in a single
large server or in a cluster of servers) can place large amounts of data into “very large
memory” (VLM) where that data can be processed at lightning speed. And if the
applications that you’re running have many dependent threads, then scale-up architecture
makes more sense than scale-out architecture (because it is better to run tightly-coupled
applications all in same box rather than constantly bouncing threads across a network).
Further, it can be argued that scale-up systems offer better RAS (reliability, availability, and
serviceability) and are easier to manage/control than scale-out x86 architectures.

The point is: most mid-sized and large enterprises need both scale-up as well as scale-out architectures in their
systems mix. Scale-out blade architecture is considered to be low cost— but has memory limitations (memory
is limited and not shared - and this impacts the types of applications that run best on blades). Scale-up servers
are perceived to be higher cost — but have better RAS and virtualization capabilities, and can share very large
amounts of memory (making scale-up architecture especially useful for processing data-intensive, enterprise-
class applications).

In this Advisory, Clabby Analytics (that’s me), examines the strengths and weaknesses of
each architecture. Further, | explore the concept of cloud computing (a major architectural
shift that changes the focus of managing these systems from the management of physical
hardware to the management of IT services across a cloud [bank] of servers). At the
conclusion of this report, the reader will understand why a “one-size-fits-all” server
architectural strategy is a bad idea — and will also understand how the evolving cloud
computing model will change systems management dynamics to accommodate both of
these types of computing.

Putting Scale-out Blades and Scale-up Servers in Perspective
Considering that scale-out blades and scale-up servers have such radically different design
points, it is surprising to see how much these system types have in common. For instance:
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Blades and scale-up servers both have internal, very high-speed communications
backplanes. These backplanes help reduce the amount of traffic that needs to be
sent over a network (thus reducing network bottlenecks and making both
architectures very efficient at message passing and data sharing).

Both environments can be made very secure. A lot of blade information, for
instance, is sent over its internal backplane between servers in the same box —
meaning that less data is sent over the network where it can be intercepted. And in
the quintessential scale-up environment (the mainframe), massive amounts of data
are processed within the same systems environment — again making data easier to
secure. Note: blades are sometimes linked through hubs, bridges, and routers to
external networks — creating additional access points that need to be secured.
Scale-up systems usually have fewer access points...

Both architectures have been optimized for consolidation and virtualization. Scale-
up servers offer advanced virtualization and infrastructure services. And x86-based
scale-out blade designs provide an excellent means to consolidate and virtualize
x86 server farms.

Both use less power and have excellent cooling as compared with distributed server
environments. (Consider this: a blade has a single, highly efficient power supply —
not many, less efficient power supplies as can be found in distributed towered
server environments. And blade utilization rates are usually far higher than
distributed servers — meaning that blades are doing more work while using less
power). And scale-up mainframes offer the most sophisticated virtualization
functionality in the industry. These principles of using few components — and
improving utilization rates — make blades and scale-up architectures far more
energy efficient than typical distributed server environments.

Both blades and scale-up systems take up far less space than distributed tower
server environments. For instance, an IBM mainframe can do the work of 250
towered x86 servers, and yet take up only a fraction of the real estate space.

On the other hand, there are some pretty significant differences between scale-up and scale-
out designs. These include:

Memory usage. Most scale-up designs can physically accommodate much more
memory than scale-out designs. Hence, applications that can benefit from the use
of large amounts of memory run best in scale-up designs.

Tightly-coupled versus loosely-coupled applications handling. Some applications
are designed in a tightly-coupled manner (for instance applications that rely heavily
on rapid, sequential thread execution). Other applications are designed in a loosely-
coupled manner (application threads can be assigned to different, distributed
servers, and then reassembled after execution to produce a result). Tightly-coupled
applications run better in a scale-up environment primarily because they are not
waiting for other threads, that may be executing somewhere over a network, to
finish processing before being reassembled. Loosely-coupled applications, on the
other hand, run well in both environments. IT managers, however, need to pay very
close attention to where applications are run using either threading approach. If

February, 2009 © 2009 Clabby Analytics Page 2



Blade Everything?

messages and data are constantly sent over a network, network latency increases
and network performance (and accordingly, applications performance) could suffer.

e Scalability. Both environments can be massively scaled. Scale-out servers can add
capacity by either sliding in another blade, rack, or book. Scale-up servers
sometimes have additional headroom to add more processors — but frequently, to
add more capacity another scale-up server needs to be purchased (or the existing
one needs to be replaced with a larger one).

On the other hand, the next generation of multi-core technologies has been
specifically designed to efficiently handle multi-threaded applications. And
applications coded for high thread counts run best on scale-up machines. Further,
co-locating many applications that run multiple threads on the same machine
actually fosters increased systems utilization (the same kind of benefit that
virtualization delivers). As a result, scale-up designs may be able to run more
applications more efficiently than scale-out designs.

e Access points. Scale-up server environments usually have fewer network access
points than scale-out architectures, primarily because so much computing takes
place within a given scale-up server. Scale-up environments can be designed with
only a few external access points — but generally scale-out environments pump
more data over an external network than scale-up environments.

e Management. Although this is a point of great debate, Clabby Analytics would
argue that centrally controlled, large systems are easier to manage than
decentralized distributed systems. As a proof point, examine how many
administrators it takes to manage a distributed server environment versus how many
administrators it takes to manage a mainframe. Mainframes use half (or fewer than
half) the number of administrators to handle comparable workloads.

e Virtualization. Virtualization pools unused computing resources. And if those
resources are spread across a scale-out environment, scale-out systems take a bit of
a performance hit finding and managing those resources. On the other hand, larger
scale-out servers (such as IBM Power Systems and System z) have been
virtualizing resources for many years and take almost no performance hit (because
all of the resources are under control in a single system environment).

The two biggest differences between scale-up architecture and scale-out architecture are: 1) how much memory
capacity each can provide; and, 2) application handling of tightly-coupled applications. Applications dictate
memory requirements — so large memory requirements dictate scale-up systems choices. Further, tightly-
coupled application designs run more efficiently in scale-up environments.

Figure 1 (next page) illustrates the similarities and dissimilarities that have been discussed
in this section.
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Figure 1: Scale-out versus Scale-up: Similarities/Dissimilarities

Scale-out Blades Scale-up High-end

Similarities:

High-speed internal communications (reduces traffic over the network)

Security (in-box security — traffic is less vulnerable becauseit is containedin the box)
Consolidation/virtualization (both designed for systems consolidation and virtualization)
Power/cooling (both use energy efficiently as compared with distributed tower approaches)
Real estate footprint (both designed to offer “dense” processing)

Dissimilarities:

Memory usage (scale-up systems have access to vast amounts of memory)

Application handling (tightly coupled applicationsrun better in scale-up environments)
Scalability (both scalevery well, but addingcapacity is easier in scale-out environments)

Access points (if multiple daisy-chained blades, more network traffic and access points to secure)
Management (itis easier to manage single server/chassis environmentsthan multiple servers)

Source: Clabby Analytics, January, 2009

Choosing the Right Architecture for Your Application Environment

To make the right architectural choice, application requirements need to be closely
examined. Further, additional systems characteristics need to be weighed. This section
considers how to evaluate applications in order to determine which architecture should be
used to support them. And it describes some additional “quality-of-service” systems
requirements that should also be considered when choosing between a scale-out and scale-
up architecture.

The Best Place to Start: The Applications Level

In order to determine which architecture is the best fit for your organization’s computing
needs, start by examining the types of applications that your organization runs. Examine
application flow (threading), application memory requirements, and the impact of
constantly driving messages and threads over a network. So, for instance:

1. Ifan application is parsed into many distinct threads (independent processes) that
can be processed on separate servers and the results can then be easily reassembled
to produce a final outcome — and if each of those threads do not require greater than
four gigabytes of memory to execute — then the application is a candidate for a
scale-out computing design.

2. If an application consists of numerous, tightly-coupled threads (threaded with a
threading library) and can benefit from sharing large amounts of memory, then that
application should be run in a scale-up design. (It is very important to consider
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memory requirements because the more data that can be place in memory, the faster
it will get processed).

The key message in this section is that application selection can drive performance, throughput, availability,
scalability, reliability, maintainability, and security decisions — both at the platform level as well as in system
architecture choices.

Then Consider System Requirements...

After examining application characteristics, consider systems characteristics. Applications
are generally prioritized in most IT shops — so mission-critical applications are usually
weighted as the highest priority while mail and messaging applications may be weighted as
lower priority. And because of this prioritization activity, applications often need different
levels of:

e RAS;
e CPU power; and,
e Manageability.

From a RAS perspective, both scale-up systems and scale-out blades are known to be
reliable. And should a failure occur, both systems have the ability to failover either to other
servers or to virtual workspaces within the same scale-up platform or blade enclosure. In
the area of security, there are distinct advantages to scale-up security because most
program-to-program communications take place within the same box (meaning that, from a
physical system security perspective there are fewer access points that need to be guarded
— and also meaning that less data is sent over a network where it has the potential to be
intercepted). Still, it is important to note that blades have far fewer access points than
traditional towered server farms (because blades send a lot of information between internal
blade servers over a high-speed internal backplane), so blade security can also be pretty
strong.

From a CPU power perspective, it can easily be argued that scale-up mainframe and RISC
designs offer more computing power than industry-standard x86 architectures. Most of the
major advances in computing architecture happen first on RISC designs, cascade to EPIC
designs, and ultimately wind up on x86 designs (examples: multi-core/multi-threading,
virtualization, advanced memory management, etc.). And combining very powerful CPUs
with the ability to add terabytes of memory gives a strong edge to scale-up designs when it
comes to processing large amounts of data.

From a manageability perspective, it can be argued that having fewer servers to manage is
easier than having many servers to manage. And as proof, large, scale-up mainframes
require significantly fewer managers than scale-out environments consisting of hundreds of
servers. But again, it should be noted that blade architectures consolidate many servers
into single enclosures — so if you’ve got to manage a distributed server environment, blade
architecture is probably the best choice if simplified management is an objective.

The bottom line is that each architecture is good at different things. So arguing that all applications should be
“bladed” should be considered ill-founded advice.
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The Cost Argument

One major factor that influences IT buying decisions when choosing between blade and
scale-up architecture is cost. Most of the blade installed base consists of x86-based servers.
And x86 servers are almost always priced significantly less than RISC- or EPIC-based
servers (not always though — for instance: IBM offers a few POWER-based systems
positioned at an x86 price point).

When doing head-to-head comparisons, many IT buyers focus on acquisition costs (as
highlighted in yellow in Figure 2). Clabby Analytics contends that when other quality of
service, security, availability, backup/restore, and operational cost factors are included, the

difference in cost between scale-up and scale-out architectures is not as great as IT buyers
may think.

When evaluating blade versus scale-up costs, scale-up architecture loses almost every time in terms of
acquisition costs. But when comparing TCO, this cost difference often becomes significantly less.

Figure 2 — Acquisition Costs versus Total-Cost-of-Ownership

TCO: A Range of IT Cost Factors — Often Not Considered

* Availability = Security = Integration
— High availability — Authentication / Authorization ~ Integrated Functionality vs. Functionality to
~ Hours of operation — User Administration be implemented (possibly with 3rd party
« Backup / Restore / Site R — Data Security tools)
ackup / hestore / oite Recovery — Server and OS Security — Balanced System
— Backup — RACF vs. other solutions — Integration of / into Standards
— Disaster Scenario I
_ Restore = Deployment and Support = Further Availability Aspects
— Effort for Complete Site Recovery — System Programming — Planned outages
— SAN effort * Keeping consistent OS and SW Level — Unplanned outages
* Infrastructure Cost * Database Effort — Automated Take Over
— Space - h'l|ddlewar§ — Uninterrupted Take Qver (especially for DB)
— Power * SW Maintenance ) — Workload Management across physical
— Network Infrastructure = SW Distribution (across firewall) borders
— Storage Infrastructure — Application — Business continuity
— Initial Hardware Costs + Technology Upgrade Avail b'l? ffi f h licati /
— Software Costs = System Release change without interrupts B p::;:a?:t"l ity effects for other applications /
— Maintenance Costs : o
— = Operating Concept — End User Service
= Additional

— Development of an operating procedure

development/implementation — End User Productivity

— Feasibility of the developed procedure

— Investment for one platform — reproduction ) = Virtualization
for others — Automation ]
. ) o = Skills and Resources
= Controlling and Accounting * Resource Utilization and Performance
— Personnel Education
— Analyzing the systems — Mixed Workload / Baich o
— Cost — Resource Sharing — Awvailability of Resources
u Operafjons Effort + shared nothing vs. shared everything
— Monitoring, Operating — Parallel Sysplex vs. Other Concepts Al e
— Problem Determination — Response Time
- Server Management Tools — Performance Management .
— Integrated Server Management — — Peak handling / scalability Rou“ne'y ASSESSEd
Enterprise Wide COSt FaCtOfS

Source: IBM, May, 2008

Also, when weighing systems costs, remember that loose-threading behavior carries with it
additional overhead for synchronization and locking activities — and often carries with it
additional cost for operating environments, middleware, and other software components as
threads are run on numerous machines. This extra overhead also serves to drive up the
overall costs to process workloads (and results in hidden waste and inefficiency.
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The Future of These Computing Architectures: Look to the Clouds...

There are at least a dozen different definitions of cloud computing — but most agree that the
focus of cloud computing is to reduce information systems management complexity. And
computing clouds do this by creating environments where pools of computing power and
storage work together in harmony to process workloads.

As cloud computing evolves, it will blend the worlds of scale-up computing and scale-out
computing. As described previously, tightly-coupled and loosely-coupled applications run
differently and hence run better on different systems architectures. Clouds recognize this,
and focus on blending the management of these differing environments such that there is
little focus on the physical systems types being used, and more focus on ensuring that
service levels are achieved.

As clouds evolve, lines of business will have to craft applications to fit the underlying
building block sizes of their data center. In cloud computing, companies like Amazon are
already offering virtual machines in three distinct sizes to match their existing customers.
Those sizes are an early indication that not all workloads run on a single small blade
profile. Having clouds (or “ensembles” in IBM nomenclature) of both smaller and larger
machines, with varying availability and throughput profiles, helps match existing enterprise
workloads to the cloud more easily than a “one (small) size fits all” architecture.

In many respects, clouds will ultimately hide the underlying nature of the processor type
and the machine size — unless the underlying machine is “too small”. Cloud computing, in
conjunction with virtualization, will allow workloads to be efficiently packed to machines,
migrated between machines (for example Xen migration, VMware's VMotion, etc.), and
will allow workloads to be optimized for SLA, power consumption, cooling, throughput,
performance, etc. Just like larger cardboard boxes will allow you to effectively pack more
things and pack larger things as well as group things more appropriately, so too will larger
machines ultimately allow you extended flexibility within the cloud.

In all cases, the focus should be on the application, or, perhaps more precisely, on the SERVICE provided to the
end user, and the type of constraints that allows that service to most effectively serve the greatest number of
customers. There are some workloads where fanning out the applications to a large number of small machines
is effective. However, with large-scale cloud computing providers, both in a public cloud sense as well as a
private cloud (in-house enterprise cloud), applications of any size will continue to be deployed and in many
cases, larger servers will provide substantially more flexibility in deployment.

Summary Observations

Blades architecture is a distributed, scale-out design — but the distributed servers all reside
within a single enclosure. This design model has many positive points. For instance, with
scale-out designs it is easy to add capacity by just adding more servers. And blades also
make heavy use of industry-standard components — which drives down acquisition costs.
Further, scale-out designs can scale massively (check out the number of scale-out designs
in the Top500 supercomputer list as proof). On the downside, scale-out designs rely
heavily on network bandwidth for sharing information; can’t share memory easily;
promulgate network access points (which all need to be secured); and are harder to manage
(it is easier to manage fewer systems than many).
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Scale-up servers (where processing takes place in a large server or a tight cluster of large
servers) also have several positive points. First, these servers can exploit very large
memory — entire databases can be placed in memory and processed very, very rapidly. And
scale-up servers process data internally (across super-fast internal communications
backplanes) — so network congestion is usually not a problem in scale-up designs. And it
IS easier to manage and secure a singular environment than it is to manage and secure a
multi-server environment with hundreds or thousands of access points. Scale-up servers
do, however, also have a downside. Adding capacity can be complicated and expensive in
scale-up environments. And software licenses are often more expensive on scale-up
systems when compared with equivalently-powered scale-out environments.

As can be seen from the above comparisons, each architecture has strengths and weaknesses. So how should
an enterprise IT buyer determine which architecture is best for his or her company? The answer is: weigh these
architectural characteristics against application requirements. Application characteristics (such as tight- vs.
loose-coupling, and memory requirements) tend to dictate which architecture should be used. Other quality of
service factors such as RAS requirements, processing power, and manageability should also be weighed.

Ultimately, workloads will be passed into computing clouds where the right equipment and
resources will be found to handle various types of workloads. IT buyers will care less
about whether their applications are running on scale-up or scale-out designs — and care
more about the quality-of-service that they are receiving. These clouds will, however, be
running a mix of scale-up and scale-out architectural designs because, as this Advisory
points out: loosely-couple applications run better in one type of architecture, while tightly-
coupled applications run better in another architectural type.

In summary: a one architecture computing environment is not necessarily the best approach for running mixed
and varied workloads. Different applications run better on different systems architectures. So a one-size-fits-all
configuration (for instance, a configuration that consists of all x86-blades, is not necessarily the best
configuration for all computing purposes. IT buyers with a mix of tightly-coupled and loosely coupled
applications should consider deploying multiple systems architectures. Seek out vendors that offer computing
choices — not one-size-fits-all solutions.
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